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Learning pullback HMM manifolds
Fabio Cuzzolin and Michael Sapienza
Abstract
Recent work in action recognition has exposed the limitations of methods which
directly classify local features extracted from spatio-temporal video volumes. In opposition, encoding the actions’ dynamics via generative dynamical models has a number
of attractive features: however, using all-purpose distances for their classification does
not necessarily deliver good results. We propose a general framework for learning
distance functions for generative dynamical models, given a training set of labeled
videos. The optimal distance function is selected among a family of pullback ones,
induced by a parameterized automorphism of the space of models. We focus here on
hidden Markov models and their manifold, and design an appropriate automorphism
there. Experimental results are presented which show how pullback learning greatly
improves action recognition performances with respect to base distances.

Index Terms
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I NTRODUCTION

Action recognition consists in telling, given an image sequence capturing one or
more people performing various actions, what categories (among those previously learned) these actions belong to. Human actions, however, possess a high
degree of inherent variability, and are subject to a large number of nuisance
factors [23], such as illumination, moving background, viewpoint, and many
others. Recognition methods which neglect action dynamics (typically extracting spatio-temporal (S/T) [2], [15] features from the 3D volume associated with
a video) have delivered good results: however, on novel datasets with a larger
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number (51) of action categories (HMDB51 [16]), such bag-of-features (BoF)
models have delivered recognition rates of just around 20%, suggesting that
explicitly representing action dynamics may be important.
Generative dynamical models possess a number of desirable features for action
recognition and localization: e.g., they are effective in coping with time warping
[30] and allow us to learn the plot of a footage or to describe causal relationships
in complex activity patterns [11]. Indeed, many researchers have explored the
idea of encoding motions via linear, nonlinear [5] or chaotic [1] dynamical
systems. Hidden Markov models [8] have been widely employed [30]. They are
typically classified by learning a new model for each test sequence, measuring
its distance from the old models, and attributing to it the label of the closest
model(s). A number of distance functions for dynamical systems (e.g. Cauchy
kernels [5]) and HMMs [7] have been introduced. However, no single distance
function can possibly outperform all the others in every classification problem, as the
same models (or image sequences) can be endowed with different labelings
(e.g., action, ID). A sensible approach when training data are available consists
in learning in a supervised fashion the “best” distance function for a specific classification problem, e.g. by maximizing the classification performance
achieved. This approach is widely supported by the literature, particularly in
the linear case [28]. However, generative models live in nonlinear spaces: see
[32] for an analysis of ARMA models as points of a Grassmann manifold. The
need for a principled way of learning distances in general metric spaces arises.
An interesting tool is provided by pullback metrics. If the models belong to
a Riemannian manifold1 M, any diffeomorphism of M onto itself or “automorphism” induces such a metric on M. By designing a suitable family of
automorphisms we obtain a family of pullback metrics we can optimize on.
A strong rationale for pullback metric learning comes from the fact that, as
1. A topological space M locally isomorphic to a Euclidean space, equipped with a Riemannian metric
g : T M × T M → R which takes as input a pair of tangent vectors v, w ∈ T M and returns a scalar g(v, w),
in a way which generalizes the properties of the dot product of vectors in a Euclidean space.
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we argue here for Rn , any differentiable boundary between classes can be “rectified”
by stretching the data domain by an appropriate automorphism. Therefore, we
only need to explore the functional space of all automorphisms to find those
able to produce the desired linear separation.
Their adoption has been recently proposed by Lebanon for document retrieval.
In [21], however, rather than classification rates, the inverse volume of the
pullback manifold is maximized in an unsupervised setting. In addition, for
hidden or variable length [10] Markov models a proper Riemannian metric is
difficult to identify. Hence, we need to relax the constraint of having a proper
manifold structure by considering mere distance functions.
Contribution. In this paper we propose a general framework for learning
optimal pullback distances given a training set of generative dynamical models,
identified from a collection of labeled observation sequences (Section 2). The
parameters of the pullback distance which optimizes classification performance
are found by cross-validation [4]. We apply this framework to hidden Markov
models in Section 3. We study their product manifold structure and design
appropriate automorphisms for their space. In Section 4 tests on the KTH and
YouTube datasets are conducted which demonstrate the significant improvement in action classification rates (with respect to any chosen base distance)
delivered by pullback learning under challenging conditions. Finally, in Section
5 we discuss extensions to more complex generative models, and propose
classes of objective functions which can be optimized in closed form.

2

L EARNING PULLBACK METRICS FOR DYNAMICAL MODELS

Suppose that a training set of N image sequences is provided, and a feature
vector is extracted from each image. Suppose as well that an algorithm able to
identify the parameters of the generative dynamical model (of a chosen class)
which best fits a given sequences of feature vectors is available. Then, the videos
can be mapped to a training set D = {m1 , ..., mN } of models. Assume that the
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latter live either on a metric space (a set endowed with a distance function
meeting the triangle inequality) or a Riemannian manifold M: see Figure 1.
Pullback metrics. An automorphism (invertible differentiable map F : m ∈
M 7→ F (m) ∈ M from a domain to itself) on the model space M is associated
with a “push-forward” application of tangent vectors [26]: F∗ : v ∈ Tm M 7→
F∗ v ∈ TF (m) M defined as F∗ v(f ) = v(f ◦ F ) for all smooth functions f on M,
which maps a vector tangent to a curve to the vector tangent to the image of
this curve via F (see Figure 1-right).

Fig. 1. Once each training video is encoded as a dynamical model (for instance an HMM,
left) we obtain a training set of such models in the relevant space M (right). Any automorphism
on M induces a push-forward map on M, which in turn induces a pullback metric there. By
parameterizing F we obtain a family of pullback metrics we can optimize upon.

.
Given a Riemannian metric g on M, F induces a pullback metric g∗ (u, v) =
g(F∗ u, F∗ v), such that the scalar product of two vectors u, v according to g∗ is
equal to the scalar product with respect to the original metric g of the pushforward vectors F∗ u, F∗ v. The corresponding pullback distance between two points
m, m0 ∈ M (e.g. two dynamical models) is the geodesic distance (length of the
shortest path) between the two points according to the obtained pullback metric.
If we define a class of such automorphisms {Fλ , λ ∈ Λ} depending on a vector
λ of parameters we get a family of pullback metrics {g∗λ , λ ∈ Λ} on M, also
depending on λ. We can then define an optimization problem over such a family
in order to select an “optimal” metric. The nature of the resulting Riemannian
manifold will depend on the objective function we choose to optimize.
April 19, 2013
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General framework for pullback distance learning. Although the differential
geometry of some classes of linear models [12] has indeed been analyzed, for
many other classes used in action recognition (and hidden Markov models in
particular) a proper Riemannian metric has not been yet identified. We propose therefore the following more general framework for learning an optimal
pullback distance from a training set of dynamical models:
1. assume that a data-set Y of N observation sequences {ys = [ys (t), t =
1, ..., Ts ], s = 1, ..., N } of variable length Ts is available;
2. from each sequence, a dynamical model ms of a certain class C (e.g., an
HMM) is identified, yielding a data-set of models D = {m1 , ..., mN };
3. such models belong to a certain domain MC , either Riemannian manifold
with metric gMC or a metric space endowed with a distance function dMC ;
4. a family {Fλ , λ ∈ Λ} of automorphisms from MC onto itself, parameterized
by a vector λ, is designed to provide a search space of metrics/distances;
5. such family of mappings induces a family of pullback metrics {g∗λ , λ} or
distance functions {dλ∗ , λ} on MC , respectively;
6. optimizing over this family of pullback distances/metrics (according to
some sensible objective function) yields an optimal metric ĝ∗ / distance dˆ∗ ;
7. in the former case, knowing the geodesics of MC we can calculate distances
there based on the optimal pullback metric ĝ∗ . The optimal pullback distance
can finally be used to classify new “test” models/sequences.
Rationale and scope. Action recognition is just a particular application of
time series classification [14], which is widely applied to indexing and visualization, stock market predictions, electric motor fault diagnosis [3] and EEG
analysis [31]. Electronic therapies which require the rapid and accurate classification of a heart’s rhythm [24] are the preferred method to terminate ventricular
fibrillation (VF). Dynamical models provide a compact representation for time
series which can mitigate the related dimensionality issue, but cannot be naively
classified. Metric learning is a natural answer. The various forms of Mahalanobis
distance learning (e.g. RCA [28]) assume the L2 distance on the original data
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space M = Rm and a linear mapping between M and a transformed space
N = Rn . This is a special case of pullback learning, in which both original and
transformed space are linear and the map linking them is also linear: y = Ax.
Indeed, in the pullback paradigm the diffeomorphism F : M → N can be from
the model space to a different metric space [21].
A strong rationale for pullback metric learning comes from its approach to
class separation. In kernel approaches, classes that cannot be linearly separated
in the original domain are more likely to be so in a higher-dimensional “feature
space”. In the pullback setup, instead of looking for better separation in a
higher-dimensional feature space, we stretch the original space to rectify nonlinear
boundaries. We can indeed prove that for any arbitrary differentiable invertible
boundary (separating data points of two different classes) in M = Rn there
exists an automorphism of M = Rn that maps it to a linear boundary.
Theorem 1: for each differentiable invertible curve f : R → C ⊂ M = Rn ,
λ ∈ R 7→ x = f (λ) ∈ C there exists an automorphism F : Rn → Rn of M = Rn
which maps f to a straight line in M.
Proof: since f is invertible (the curve C has no self-intersections) with differentiable inverse, there exists f −1 : C → R, x ∈ C 7→ λ = f −1 (x) differentiable.
Now, given any versor v̂ of Rn we can design a differentiable mapping g :
R → C 0 ⊂ Rn , λ 7→ x0 = λv̂ which defines a straight line in M = Rn , and whose
inverse g −1 : C 0 → R, x0 = λv̂ 7→ λ is also differentiable. But then g◦f −1 : C → C 0
is a differentiable and invertible (whose inverse is f ◦g −1 ) map that maps points
of C to points of the straight line C 0 : x ∈ C 7→ x0 = λ(x)v̂. In conclusion, g ◦ f −1
is a diffeomorphism from C ⊂ Rn to C 0 ⊂ Rn : but there exist infinitely many
automorphisms F of Rn whose restriction to C is g ◦ f −1 : F |C = g ◦ f −1 .
Consequently, we only need to thoroughly explore the functional space of
all automorphisms to find the “right” one, able to produce the desired linear
separation. The design of a parameterized family of automorphisms provides a
more limited search space which makes this search feasible in practice, recalling
parameterized families of kernels [29].
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The choice of the objective function. When the data-set of models is labeled,
we can determine the optimal metric/distance function in a supervised setting.
A variety of objective functions are introduced in the metric learning literature
[28], [20]. From the above argument it follows that, in our pullback framework,
we should seek a max margin separation approach in a SVM-inspired fashion.
This is not trivial in the nonlinear case treated here. Hence, in this paper we
use cross-validation [4] to optimize the classification performance of the metric.
We extract random samples {λ1 , · · · , λr } from the automorphism’s parameter
space Λ and pick the sample(s) with maximal performance on the validation
folds. Although the samples’ density is a limiting factor, it is related to the dimensionality of the automorphism’s parameter space Λ, which is not a function
of the dimensionality dim MC of the model manifold or the features. It is up
to us to design a family of automorphisms powerful enough to generate gains
in performance, while being computationally feasible. As the original distance
function is obtained under identity automorphism, the optimal pullback distance is guaranteed to improve performance on the validation folds. Section 4’s results
indicate that this typically generalizes to the test data as well.
Related approaches. In opposition, Jaakkola and Haussler’s “Fisher” kernels
[13] are purely geometrical (they make use of the Fisher geometry of families of
distributions). Here we aim at maximizing classification performance, considering in addition models for which a Riemannian structure is not known. Lafferty
and Lebanon’s ”heat” kernels [17] are also purely geometric, and require a
Riemannian structure on the data. Unlike geodesic distances, they are Mercer
kernels that can be used in an SVM directly. As, in practice, they still make use
of geodesic distances (see [17]) the pullback “trick” can be plugged into the
diffusion framework to generate entire families of geodesic distances whose
diffusion Mercer kernel can be computed.
Li and Chellappa [22] consider the problem of aligning two spatio-temporal
signals (e.g. videos) belonging to the same class of activities (e.g., walking) via
the concept of the alignment manifold, the nonlinear space of all possible spatioApril 19, 2013
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temporal transformations. Spatiotemporal alignment becomes an optimization
procedure on the manifold performed by Bayesian optimization. While our
approach shares with [22] the exploitation of the nonlinear manifold representation of time series, they diverge in purpose (registration versus classification)
although invariant representations are indeed useful for classification.

3

P ULLBACK DISTANCES FOR HIDDEN M ARKOV MODELS

A hidden Markov model (HMM) is a finite-state stochastic model whose states
{Xt } ∈ X form a Markov chain, which linearly generates an observation process
yt ∈ RO . By encoding its n states with versors ei of Rn [8] we can write it as:
n
(1)
Xt+1 = AXt + Vt+1 , yt+1 = CXt + diag(Wt+1 )ΣXt ,
where {Vk+1 } is a sequence of martingale increments and {Wk+1 } is a sequence
of i.i.d. Gaussian noises N (0, 1). Given a state Xt = ej , the observations are
assumed to have Gaussian distribution p(yt+1 |Xt = ej ) with mean vector Cj =
E[p(yt+1 |Xt = ej )], the j-th column of the matrix C. The parameters of an HMM
(1) are therefore its transition matrix A = [aij ] = P (Xt+1 = ei |Xt = ej ), the matrix
C and the covariance matrix Σ. Given a sequence of observations {y1 , ..., yT },
the HMM most likely to generate it can be identified via the EM algorithm [8].
3.1

The space H of hidden Markov models

In most cases the covariance matrix Σ is assumed to be fixed. This helps the
convergence of EM without jeopardizing the generative power of the resulting
model. The space H = {(A, C)} of HMMs with a fixed covariance matrix is
then the product space H = MA × MC , where MA denotes the space of all
transition matrices n × n, while MC is the space of state-output matrices.
The space of transition matrices. Transition or “stochastic” matrices have
n(n − 1) free parameters, as their columns (representing conditional probability
Pn
distributions P (Xt+1 |Xt = ej )) sum to 1:
i=1 P (Xt+1 = ei |Xt = ej ) = 1.
Probability distributions on a finite set of n elements (the states of the Markov
April 19, 2013
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model) live in an (n − 1)-dimensional simplex Cl(p1 , ..., pn ) = α1 p1 + ... +
P
α n pn ,
i αi = 1 , having as vertices p1 , ..., pn the probability distributions
pi : X → [0, 1] such that pi (ei ) = 1, pi (ej ) = 0 ∀j 6= i. Transition matrices live
therefore in the product of n such simplices, one for each column Aj of A (see
Figure 2): MA = ×nj=1 Cl(pj1 , ..., pjn ). Any A ∈ MA is identified by the collection
of simplicial coordinates (aij , i = 1, ..., n) of all its columns Aj , j = 1, ..., n in the
respective simplices, i.e., the stacked vector of the columns themselves.

Fig. 2. The manifold MA of transition matrices with n states is the product of the n simplices
of conditional probabilities P (Xk+1 = ei |Xk = ej ), j = 1, ..., n. MA is isomorphic to the chosen
automorphism space ΛA . For our tests, each simplex is sampled along a regular grid (right).

Learning an approximate observation space. The state-output C matrices
are instead n-plets of vectors of the observation space Y of the Markov model.
When a training set of models is available, we can use that information to learn
an approximation Ỹ of Y. It has been observed (for instance in gait ID) that for
specific classes of motions observations live in a lower-dimensional manifold
of RO . By applying unsupervised nonlinear embeddings such as Locally Linear
Embedding (LLE) [27] to the collection of columns of all the C matrices of the
training set of HMMs we get a cloud Ỹ of d-dimensional embedded columns
approximating the observation space for a specific training set (Figure 3-left).
We also need to associate each element of the lower-dimensional observation
manifold with a vector of real numbers (its coordinates). This can be done by
estimating via EM the Mixture of Gaussians (MoG) {Γk , k} which best fits the
approximate observation manifold Ỹ (Figure 3-left again). As coordinates of
April 19, 2013
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Fig. 3. Left: the LLE embeddings (here of dimension d = 3) of the columns of the C matrices
of all the HMMs identified from a training set of videos (here the Weizmann dataset [2]) form a
reasonable approximation Ỹ of the unknown observation space Y. Fitting a Mixture of Gaussians
to the embedded cloud provides an atlas of coordinates charts in the approximate observation
space. Right: mapping observation vectors in the embedded space via MoG: 1-D example.

each (embedded) observation vector y we may then use the associated unique
set of probability density values: y 7→ {Γk (y), k}. As each C matrix is an ntuple of observation vectors, a point C of the (approximate) space M̃C has as
coordinates the stacked coordinates of its embedded columns under the MoG.
3.2

An automorphism of H

We can then design a product automorphism F (h) = F ((A, C)) = (FA (A), FC (C))
on the space H of HMMs, where FA : MA → MA and FC : M̃C → M̃C are
automorphisms of the space MA of transition matrices and of the approximate
space M̃C of C matrices, respectively.
An automorphism of transition matrices can be derived by exploiting the
form of MA as the product of n simplices. Each probability distribution p
in a probability simplex P = Cl(p1 , ..., pn ) with n vertices is a point whose
P
simplicial coordinates are its probability values: p = i p(ei )pi . A simple automorphism there can be obtained by “stretching” the simplicial coordinates p =
[p(e1 ), ..., p(en )]0 of its points p by a set of normalized weights λ = [λ1 , · · · , λn ]
P
0
2 ),...,λn p(en )]
, where λ · p denotes the
with i λi = 1, λi ≥ 0: Fλ (p) = [λ1 p(e1 ),λ2 p(eλ·p
April 19, 2013
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scalar product of the two vectors. A product automorphism FA for the transition
manifold MA = ×nj=1 Cl(pj1 , ..., pjn ) can be derived by applying a simplicial
stretch with parameter λj to each column Aj of A: FA (A) = [Fλj (Aj ), j = 1, ..., n]0 .
An automorphism of the approximate observation space. The Mixture of
Gaussians approximation of the embedded observation space can be exploited
to work out an automorphism of Ỹ itself, and as a consequence of the space MC
of C matrices. The rationale is the following: the space where the observation
vectors live is not analytically known (as is the case for HA ), but needs to be
inferred from the training set. As a topological manifold is a space covered by
an atlas of coordinate charts, each of them providing vector coordinates for a
local neighborhood of the manifold, the MoG {Γk , k} provides an atlas of local
charts for the (unknown) HMM observation manifold. Any global differentiable
map (automorphism) on such approximate manifold needs to be expressed in
terms of these local coordinates. Having said that, ample freedom exists on
how to design a set of local automorphisms in each coordinate chart.
In our case, the Euclidean coordinate(s) in each chart reduce to the probability
densities {Γk (y), k} of each (embedded) observation vector y: any local automorphism will then have to act on these density values.
We propose here to apply a linear stretching to the density value of the local
dominant Gaussian component (although it is conceivable to design a mapping
acting on the vector of all Gaussian densities in the mixture), in analogy to what
done for transition matrices. Other proposals can of course be brought forward,
including more complex non-linear mappings (see Section 5).
Namely: each Gaussian Γk defines a region of the (embedded) observation
space in which Γk is greater than all other components’ densities, Ok = {w :
Γk (w) ≥ Γl (w) ∀l 6= k}. Now, take the maximum value attained here by any
other Gaussian component T k = maxl6=k,w∈Ok Γl (w), and define the “proprietary”
region Rk of Γk as: Rk = {w : Γk (w) ≥ T k } (see Figure 3-right for the case of a
1-D embedded observation space and 3 Gaussian components). We can define
an automorphism FỸ : Ỹ → Ỹ of the approximate observation space Ỹ which
April 19, 2013
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acts non-trivially only on embedded observation vectors living in the proprietary
region of some Gaussian component. Given y ∈ Ỹ:
1. take the Gaussian component with highest pdf value: K = arg maxk Γk (y);
.
2. if y 6∈ RK leave it unchanged: y 0 = FỸ (y) = y;
3. if y ∈ RK , its density value ΓK (y) belongs to the interval [T K , ΓK (µK )], with
some convex coordinates µ, (1 − µ), µ ∈ [0, 1]: ΓK (y) = µT K + (1 − µ)ΓK (µK );
4. if λ ∈ [0, 1] is the parameter of the desired automorphism, map ΓK (y) to the
new density value in the same interval [T K , ΓK (µK )] by stretching its convex
(1 − λ)(1 − µ)
λµ
TK +
ΓK (µK );
coordinates via: ΓK (y 0 ) =
λµ + (1 − λ)(1 − µ)
λµ + (1 − λ)(1 − µ)
5. within RK there exists an entire level set of observation vectors with such
a density value ΓK (y 0 ) (the two starred points in the 1-D example of Figure 3);
6. we define as y 0 = FỸ (y) the unique vector y 0 which has pdf ΓK (y 0 ) and lies
on the half-line joining µk and the original vector y.
By applying FỸ to each column of C we get an automorphism of MC .
Sampling the parameter space of the automorphism. In order to pick the automorphism which generates the optimal pullback distance we need to sample
the parameter space Λ of the mapping: the pullback distance associated with
each sample is applied to a validation fold of the dataset, and the parameter
which yields the best classification performance there is picked. The parameter
space ΛA for the automorphism FA of transition matrices is the product of n
simplices with n vertices (as each column of A is “stretched” using a normalized
vector λ = [λ1 , ..., λn ] of n components), i.e., it is isomorphic to HA itself. ΛA
is regularly sampled along a grid (see Figure 2). E.g., using nbin = 10 bins per
P bin nbin −i+(n−1)
dimension, each simplex is sampled in nsam = ni=1
= 55 locations
n−1
(where n = 3 is the number of HMM states). The total number of samples in
ΛA is then (nsam )ncol , where ncol is the number of transition columns actually
stretched. The map FC depends instead on a single scalar parameter µ ∈ [0, 1]:
in our tests it was sampled uniformly with much greater density.
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P ULLBACK HMM DISTANCES FOR ACTION RECOGNITION

We validated our proposal for learning optimal (classification wise) pullback
distances between HMMs on challenging action testbeds. The KTH dataset [18]
includes 6 different actions performed by 25 subjects wearing different clothes at
different positions and distances from the camera, in four different scenarios. To
validate the algorithm under more challenging, real-world conditions we also
tested it on the YouTube dataset [23]. The latter contains 11 action categories
(basketball shooting, biking/cycling, diving, golf swinging, horse back riding,
etcetera) of videos captured ‘in the wild’, and presents several challenges due to
camera motion, object appearance, scale, viewpoint and cluttered backgrounds.
The 1600 video sequences are split into 25 groups: we follow the author’s
evaluation procedure of 25-fold, leave-one-out cross validation.
Implementation details. Feature extraction. In order to encode each video as
an HMM we need to associated a feature vector with each video frame.
A “sliding window” approach can be applied in which for each time instant
t features are extracted from the spatio-temporal sub-volume collecting the
images from t to t + T and attributed to the state Xt of the Markov chain
(recalling systems with delay in control theory). For these tests we picked Dense
Trajectories, which demonstrated excellent performance in [33]. Dense Trajectory
features are formed by the sequence of displacement vectors in an optical flow
field, together with the HoG-HoF descriptor [19] and the motion boundary
histogram (MBH) descriptor computed over a local neighbourhood along the
trajectory. We kept the default parameters: features were computed in video
blocks of size 32 × 32 pixels for 15 frames, with a dense sampling step size of 5
pixels [33]. We used the 30-D trajectories as features, and built a 200-word visual
vocabulary by sampling features from the training set and clustering them by
k-means. The k-means algorithm was initialised 8-times and the configuration
with the lowest error selected. We used a sliding 3D-window of width 30 frames
and a stride of 5 pixels, the same step size used for the Dense Trajectory features.
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For each time-slice, a 200-dimensional histogram was computed by quantising
each feature to the learned visual vocabulary.
HMM identification. For each feature sequence so obtained, the HMM parameters were identified via the EM algorithm [8]. As EM suffers from local
minima we applied the algorithm 10 times for each sequence and selected the
parameters yielding the highest likelihood.
HMM manifold, number of states and state permutation. HMMs characterized
by a different number n of states live in principle on different manifolds, due
to the different spaces HA of transition matrices. Here we set the number of
states to n = 3 to make the models comparable. Three state automata have
been demonstrated to represent most simple actions effectively. Even then, a
Markov model is uniquely defined only up to a permutation of the states.
Therefore, when measuring distances between two models we looked for the
state permutation minimizing the Frobenius distance between the respective
C matrices, so identifying states associated with the same “clusters” in the
observation space. To calculate the HMM approximate observation space we
applied LLE with an embedding space dimensionality of d = 6 and size of the
neighbors equal to 201. A mixture of 3 Gaussian components was fitted to the
resulting embedded columns to provide coordinates.
Base distance. As a base distance on H = MA × MC we picked the product
metric obtained by applying the Frobenius norm to the A and C matrices
.
respectively: kH1 − H2 k = kA1 − A2 kF + kC1 − C2 kF , where kM − M 0 kF =
p
P
T r((M − M 0 )(M − M 0 )T ), and T r(M ) = ii M [i, i] is the trace of a matrix M .
Other choices (e.g. he Kullback-Leibler divergence of the probability distributions of two HMMs, of the average Bhattacharyya distance [7] between pairs
of “emission” Gaussian pdfs Γk of the two models) are possible. However, in
our tests the Frobenius norm proved both superior and faster to compute.
Classification protocol. For both benchmarks, we learned an optimal pullback
distance by maximising the classification performance on the training set via
5-fold cross validation [16]. We then measured the: - Accuracy (Acc), calculated
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as the #correctly classified testing clips /#total testing clips; - Average Precision
(AP), which considers the ordering in which the results are presented; - F1score, which weights recall and precision equally and is calculated as F 1 =
2×recall×precision
,
recall+precision

achieved by the learnt distance on the test set.

For classification we used Nearest Neighbour (1-NN): each test sequence is
attributed the class of the nearest model in the training set according to the
considered distance. Thus, having fixed the classification strategy, it is possible
to fairly compare pullback and base distances.
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Fig. 4. (a) Performance plots comparing the Frobenius ‘base’ distance (blue square markers)
to the pullback-Frobenius distance (red circular markers) on the KTH dataset [18]. The chance
level is plotted as a dotted straight line in grey. Note the significant improvement between the
confusion matrix for the base Frobenius distance (b) and that of the pullback Frobenius one (c).

Results on KTH. Fig. 4 illustrates the effect of pullback distance function
learning on the entire KTH dataset. The parameter space of the HMM automorphism was sampled in 55 points for the transition matrix and 51 points
for the output space (cf. the above description of sampling) to optimise the
performance of the pullback HMM distance by cross validation.
When using the pullback-Frobenius distance, we achieved a very significant
38.3%, 29.3% and 37.9% improvement in classification accuracy, mAP and F1
score respectively, when compared to the base distance (see Fig. 4(a)).
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Fig. 5. (a) Plots comparing the performance of the Frobenius ‘base’ distance (blue square
markers) as compared to that of the pullback-Frobenius distance (red circular markers), on the
YouTube [23] dataset. Results are averaged over the 25 splits of the dataset: the vertical bars
indicate one standard deviation from the mean. Chance level as before. Looking at the confusion
matrices for the 11 action categories of the dataset, it can be appreciated that using the base
Frobenius distance (b) the results are almost close to random (cf. (a)). The pullback-Frobenius
distance (c) shows instead strong improvements in classification accuracy for all classes except
‘shooting’, as demonstrated by the strong diagonal.

Results on YouTube. Fig. 5(a) shows instead the improvements in action
recognition rates on the YouTube dataset. Results are averaged over the 25
splits of the dataset: the vertical bars indicate one standard deviation from the
mean. The pullback distance was optimised over 55 samples in the parameter
space ΛA of the transition diffeomorphism FA and 31 samples in that of the
output diffeomorphism FC : a total of 55 × 31 = 1705 samples. The accuracy
obtained for the pullback-Frobenius was 51.7% with a standard deviation of
5.9%, which is again a significant jump from the base distance’s 16.5% ± 4.8%.
Confusion matrices. Figs. 4(b,c) and 5(b,c) contrast the performances of the
base Frobenius and the pullback-Frobenius distances over the two datasets via
the associated confusion matrices. Classification accuracy for individual classes
can be appreciated. Notice that pullback distances are able to disambiguate
many classes which are confused by base distances, such as the ‘boxing’ and
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‘handwaving’ actions in the KTH dataset, or the ‘biking’ and ‘riding’ action
classes in the YouTube dataset.
Our method proves able to cope with a large variety of nuisance factors present
in the YouTube dataset, such as the high within-class variation, the unconstrained camera movement of handheld cameras, and cluttered scenes.

5

C ONCLUSIONS AND FURTHER DEVELOPMENTS

In this paper we proposed a differential-geometric framework for manifold
learning provided a data-set of linear dynamical models, based on optimizing
over a family of pullback metrics induced by automorphisms. The method is
fully general, and extendible to other classes of dynamical models or more
sophisticated classifiers. Its potential is far from having been explored in full.
Nonlinear automorphisms. The linear automorphisms employed here map
linear boundaries to different linear boundaries. Nonlinear automorphisms (e.g.
of the form λpλ ) have the potential to extend the search space towards the
unknown ‘linearizing’ automorphisms (Theorem 1), delivering superior performances. Extensive testing on even more challenging datasets such as the
Hollywood2 dataset [25] and the HMDB dataset [16], employing higher-order
HMMs and more sophisticated SVM classification, is in order.
As more sophisticated classes of graphical models able to describe complex activity patterns live on inherently higher-dimensional manifolds, we are
potentially met with computational limitations. However, the dimensionality
of the parameter space Λ of the automorphism is completely distinct from
that of the model manifold M (compare our treatment of the HMM output
space). Variable length HMMs [10] are in fact equivalent to HMMs with exponential state space 2X : the approach described here can be straightforwardly
applied to them. For Hierarchical HMMs [9], described by a set of parameters
 ql
l
{A }l=1,...,L , {Γq }l=1,...,L , where q l denotes an arbitrary state at level l, a careful
design of the automorphisms can much limit computational requirements.
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Close-form optimization by volume element matching. A desirable alternative is to handle classification performance or a related quantity directly in
closed form. We bring forward a proposal inspired by Lebanon’s treatment of
the unsupervised case in [21], where he suggested to maximize the inverse
volume element associated with a metric around the given training set of points:
1
Q
(det g(mi ))− 2
, where g(mi ) denotes the Riemannian metric in
O(D) = N
R
1
i=1
−
M (det g(m))

2 dm

the point mi ∈ D of the data-set, and det g is the Gramian associated with the
metric. The latter can be computed as det g∗ (m) = det(J)2 · det g(m), where J
is the matrix collecting a basis of push-forward vectors [21]. As it is shown in
[6] for the case of stable autoregressive models of order 2, this can be done in
closed form whenever the original metric is analytically available.
Using the local Gramians of the training models we can design, in a semisupervised setting, an objective function which aim at forcing “similar” points S
to live in the same region of the pullback manifold and “dissimilar” points D to
live in different regions, by enforcing the corresponding volume elements det g
to be close for the former and different for the latter. As the volume element is
an expression of the local curvature of the manifold, a necessary (albeit not sufficient) condition for two points to be close is that their Gramian be close. Distinct
regions of the manifold can still be locally isometric, but averaging over all the
points of all the classes mitigates the risk of the optimization process leading
to a minimum generated by accidental isometries. In the semi-supervised case
this amounts to solving the optimization problem ming∗ Osemi (D) =
X
X
=
dist(det g∗ (mi ), det g∗ (mj )) −
dist(det g∗ (mi ), det g∗ (mj ))
(mi ,mj )∈S

(mi ,mj )∈D

s.t. g∗ is a pullback metric, where dist is a metric in R.
In the supervised case, the following variant in which volume elements are
close for training points of the same class c, c = 1, ..., C and different for pairs
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belonging to different classes can be defined: ming∗ Osuper (D) =
C
X
X

dist(det g∗ (mi ), det g∗ (mj )) −

c=1 mi ,mj ∈c

C X X
X
c,c0 =1
c6=c0

mi ∈c mj

dist(det g∗ (mi ), det g∗ (mj )).

∈c0

In cases in which the Gramian can be computed analytically, the gradient of
these objective functions with respect to the parameters λ of the pullback metric
can also be analytically computed, and both Osuper (D) and Osemi (D) can be
optimized in closed form (e.g. in the case of AR(2) models), at no computational
cost. We will develop this promising line of research in the near future.
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