International Journal of Computer Vision manuscript No.
(will be inserted by the editor)

Learning discriminative space-time actions from weakly
labelled videos
Michael Sapienza · Fabio Cuzzolin · Philip H.S. Torr

Received: date / Accepted: date

Abstract Current state-of-the-art action classification
methods represent space-time features globally, from
the entire video clip under consideration. However the
features extracted may in part be due to irrelevant scene
context and movements which are shared amongst multiple action classes. For example, a waving action may
be performed whilst walking, however if the walking
movement appears together with other types of action,
then features extracted on the walking part of the scene
should not be included to help learn a waving movement classifier.
In this work we propose an action classification framework in which actions are modelled by discriminative
subvolumes, learned using weakly supervised training.
The learned action models are used to simultaneously
classify video clips and to localise actions by aggregating the subvolume scores to form a dense space-time
saliency map. Each subvolume gives rise to a bag-offeatures (BoF) instance in a multiple-instance-learning
framework. We show that by using general video subvolumes we are able to achieve better performance than
the state-of-the-art BoF baseline, whilst being able to
localise space-time actions even in the most challenging
datasets.
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1 Introduction
Human action recognition from video is becoming an increasingly prominent research area in computer vision,
with far-reaching applications. On the web, the recognition of human actions will soon allow the organisation,
search, description, and retrieval of information from
the massive amounts of video data uploaded each day
(Kuehne et al, 2011). In every day life, human action
recognition has the potential to provide a natural way
to communicate with robots, and novel ways to interact
with computer games and virtual environments.
In addition to being subject to the usual nuisance
factors such as variations in illumination, viewpoint,
background and part occlusions, human actions inherently possess a high degree of geometric and topological variability (Bronstein et al, 2009). Various human
motions can carry the exact same meaning. For example, a jumping motion may vary in height, frequency
and style, yet still be the same action. Action recognition systems need then to generalise over actions in
the same class, while discriminating between actions of
different classes (Poppe, 2010). Despite these difficulties, significant progress has been made in learning and
recognising human actions from videos (Poppe, 2010;
Weinland et al, 2011). Whereas early action recognition
datasets included videos with single, staged human actions against simple, static backgrounds (Schüldt et al,
2004; Blank et al, 2005), more recently challenging uncontrolled movie data (Laptev et al, 2008) and amateur
video clips available on the Internet (Liu et al, 2009;
Kuehne et al, 2011) have been used to evaluate action
recognition algorithms. These datasets contain human
actions with large variations in appearance, style, viewpoint, background clutter and camera motion, common
in the real world.
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Current space-time human action classification methods (Jiang et al, 2012; Vig et al, 2012; Kliper-Gross
et al, 2012; Wang et al, 2011) derive an action’s representation from an entire video clip, even though this
representation may contain motion and scene patterns
pertaining to multiple action classes. For instance, in
the state-of-the-art bag-of-feature (BoF) approach (Wang
et al, 2009), dense space-time features are aggregated
globally into a single histogram representation per video.
The histogram is generated from features extracted from
the whole video and so includes visual word counts originating from irrelevant scene background (Fig. 1a-b),
or from motion patterns shared amongst multiple action classes. For example the action classes ‘trampoline jumping’ and ‘volleyball spiking’ from the YouTube
dataset (Liu et al, 2009) both involve jumping actions,
and have a similar scene context, as shown in Fig. 1cd. Therefore in order to discriminate between them, it
is desirable to automatically select those video parts
which tell them apart, such as the presence of a moving
ball, multiple actors and other action-specific characteristics. This motivates a framework in which action
models are derived from smaller portions of the video
volume, subvolumes, which are used as learning primitives rather than the entire space-time video. Thus, we
propose to cast action classification in a weakly labelled
framework, in which only the global label of each video
clip is known, and not the label of each individual video
subvolume. In this way, action models may be derived
from automatically selected video parts which are most
discriminative of the action.
The crux of this paper deals with the problem of
automatically generating action models from weakly labelled observations. By extending the BoF method to
general video subvolumes, we are able to improve classification results as compared to the global baseline,
and additionally capture location information. An example illustrating the result of localising discriminative
action parts with models learned from weak annotation
is shown in Fig. 2.

2 Previous Work
Action classification from challenging human data has
achieved state-of-the-art results using the bag-of-features
(BoF) approach (Jiang et al, 2012; Vig et al, 2012;
Kliper-Gross et al, 2012; Wang et al, 2011). Typically,
in a first stage, local spatio-temporal structure and motion features are extracted from video clips and quantised to create a visual vocabulary. A query video clip
is then represented using the frequency of the occurring visual words, and classification is done using a
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(a) boxing

(b) running

(c) trampoline jumping

(d) volleyball spiking

Fig. 1 The disadvantages of using global information to represent action clips. Firstly, global histograms contain irrelevant background information as can be seen in the (a) Boxing
and (b) Running action videos of the KTH dataset (Schüldt
et al, 2004). Secondly, the histograms may contain frequency
counts from similar motions occurring in different action
classes, such as the (c) trampoline jumping and (d) volleyball spiking actions in the YouTube dataset (Liu et al, 2009).
In this paper, we propose a framework in which action models
can be derived from local video subvolumes which are more
discriminative of the action. Thus important differences such
as the moving ball, the presence of multiple people and other
action-specific characteristics may be captured.

χ2 kernel support vector machine (SVM). The surprising success of the BoF method may be attributed to its
ability to aggregate statistical information from local
features, without regard for the detection of humans,
body-parts or joint locations, which are difficult to robustly detect in unconstrained action videos. However,
its representational power initially observed on early
datasets (Schüldt et al, 2004; Blank et al, 2005) diminishes with dataset difficulty (e.g. Hollywood2 dataset of
Marszalek et al (2009)), and an increasing number of
action classes (e.g. HMDB51 dataset of Kuehne et al
(2011)). This may be partly due to the fact that current BoF approaches use features from the entire video
clips (Wang et al, 2011) or sub-sequences defined in a
fixed grid (Laptev et al, 2008), without regard to the
location of the action. Thus, many similar action parts
and background noise are also included in the global
histogram representation.
Recent work by Vig et al (2012) used saliency models to prune features and build discriminative histograms
for the Hollywood2 action classification dataset (Marszalek
et al, 2009). Amongst various automatic approaches to
estimate action saliency, such as tensor decomposition,
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Fig. 2 A handwaving video sequence taken from the KTH dataset (Schüldt et al, 2004) plotted in space and time. Notice
that in this particular video, the handwaving motion is continuous and the camera zoom is varying with time. Overlaid on
the video is a dense handwaving-action location map, where each pixel is associated with a score indicating its class-specific
saliency. This dense map was generated by aggregating the scores from general subvolumes ‘types’, and is displayed sparsely
for clarity, where the colour, from blue to red, and sparsity of the plotted points indicate the action class membership strength.
Since the scene context of the KTH dataset is not discriminative for this particular action, only the movement in the upper
body of the actor is detected as salient (best viewed in colour).

the best approach selected features according to their
spatial distance to the video centre; a central mask.
This approach is ideal for Hollywood movies in which
actors are often centred by the cameraman, but less well
suited for general videos captured ‘in the wild’. Furthermore, the saliency masks are precomputed for each
video individually, without considering the dataset’s
context. For example, in a dataset of general sports
actions, the presence of a swimming pool is highly discriminative of the action diving, but less so in a dataset
which contains only different types of diving action categories. Thus, in our view, action saliency should also
depend on the differences between actions in each class.
Spatial pyramids have also been used with BoF (Laptev
et al, 2008), here a spatio-temporal grid was tuned for
each dataset and action class. Although spatial pyramids have been successful in scene classification (Lazebnik et al, 2006), in which parts of the scene consistently
appear in the same locations across images, it is unclear
whether they are useful for difficult clips such as those
captured from mobile devices, since the same action can
appear in any location of the video.
In contrast to the fixed grids of spatial pyramids,
we propose to simultaneously learn the discriminative
video parts and action models in a single framework.
The learned models will be able to classify video clips
and to simultaneously generate an action-specific saliency

map, taking into consideration the entire dataset, as illustrated in Fig. 2. We propose to split up each video
clip into overlapping subvolumes and to represent each
video clip by a set of local histograms extracted from
each video. Since in action clip classification only the
class of each action clip as a whole is known, and not
the class labels of individual subvolumes, this problem
is inherently weakly-labelled. We therefore cast video
subvolumes and associated histograms as instances in
a multiple instance learning (MIL) framework. In this
way, instance models and their latent class labels may
be learned without using action location information.
Some insight to MIL comes from its use in the context of face detection (Viola et al, 2005). Despite the
availability of ground truth bounding box annotation,
the improvement in detection results when compared
to those of a fully supervised framework suggested that
there existed a more discriminative set of ground truth
bounding boxes than those labelled by human observers.
The difficulty in manual labelling arises from the inherent ambiguity in labelling objects or actions (bounding
box scale, position) and judging, for each image/video,
whether the context is important for that particular example or not. A similar MIL approach was employed by
Felzenszwalb et al (2010) for object detection in which
possible object part bounding box locations were cast
as latent variables. This allowed the self-adjustment
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of the positive ground truth data, better aligning the
learned object filters during training. In action detection, Hu et al (2009) used an MIL learning framework
called SMILE-SVM; however this focused on detecting
actions in individual video frames, and required approximate labelling of the human heads in which the actions
occur. In contrast, we propose to learn action models
from subvolumes of cubic/cuboidial structure, without
any approximate action location information.
This work is also related to action localisation via
keyframe priming (Laptev and Pérez, 2007). The idea
here is to improve space-time interest point detectors
for actions such as ‘drinking’, with single frame detection from state-of-the-art methods in object detection.
Our method attempts to automatically select groups
of ‘keyframes’ from the training data via video subvolumes, to improve performance and remove the laborious
and ambiguous task of annotating keyframes.
In a similar spirit to the work by Kläser et al (2010),
our goal is to localise actions in space and time, rather
than time alone (Duchenne et al, 2009; Gaidon et al,
2011). However, instead of resorting to detecting humans in every frame using a sliding window approach
(Kläser et al, 2010), we localise actions by aggregating
the detection scores from general subvolume shapes to
produce a dense, action specific saliency map (Fig. 2).
Furthermore, the method we propose allows classification and localisation without using any training ground
truth information, in a similar spirit to (Gilbert et al,
2009; Liu et al, 2009). Unlike previous work, however,
we select discriminative action instances represented by
local histograms, and not the explicit space-time features themselves. Moreover, instead of using a generative approach such as pLSA (Wong et al, 2007), we
use a max-margin multiple instance learning (mi-SVM)
framework to handle the latent class variables associated with each space-time instance.
At test time, human action classification is achieved
by the recognition of action instances in the query video,
after devising a sensible mapping from recognition scores
to the final clip classification decision. To this end, we
address the multiple instance learning (MIL) scenario in
which the recovery of both the instance labels and bag
labels is desired, without using two separate iterative
algorithms (Andrews et al, 2003). Our proposed svmmap strategy provides a mapping from instance scores
to bag-scores which quantitatively outperforms taking
the argument of the maximum score in each bag. An
early version of this work appeared in (Sapienza et al,
2012), and has been extended to include general subvolume shapes, and efficient methods to handle the large
scale nature of the problem.
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The contributions of this work are as follows: i) We cast
the conventionally supervised BoF action classification
approach into a weakly supervised setting, where videos
are represented as sets of instances with latent class
variables. ii) We apply multiple instance learning to 3D
space-time volumes in order to learn action models and
discriminative video parts simultaneously. iii) Finally,
we propose an svm-map strategy for mapping instance
scores to global clip classification scores, which outperforms taking the argument of the maximum instance
score in each video.

3 Methodology
The proposed action recognition system is composed of
three main building blocks: i) the generation and representation of space-time instances (§ 3.1), ii) learning the
class label of each instance and an action model simultaneously within a max-margin multiple instance learning framework (§ 3.2), and iii) learning an appropriate
mapping from local instance scores to global video clip
scores (§ 3.3).

3.1 Subvolume generation and representation
In recent state-of-the-art methods, space-time feature
extraction is initially performed in order to convert a
video to a vectorial representation. Features are extracted around local points in each video, which are
either determined by a dense fixed grid, or by a variety of interest point detectors (IPDs) (Wang et al,
2009). Whereas IPDs such as Harris3D (Laptev and
Lindeberg, 2003), Cuboid (Dollar et al, 2005) and Hessian (Willems et al, 2008) allow features to be extracted
sparsely, saving computational time and memory storage, IPDs are not designed to capture smooth motions
associated with human actions, and tend to fire on highlights, shadows, and video frame boundaries (Gilbert
et al, 2009; Ke et al, 2010). Furthermore, Wang et al
(2009) demonstrated that dense sampling outperformed
IPDs in real video settings such as the Hollywood2
(HOHA2) dataset (Marszalek et al, 2009), implying that
interest point detection for action recognition is still an
open problem.
A plethora of video features have been proposed to
describe space-time patches, mainly derived from their
2D counterparts: Cuboid (Dollar et al, 2005), 3D-SIFT
(Scovanner et al, 2007), HoG-HoF (Laptev et al, 2008),
Local Trinary Patterns (Yeffet and Wolf, 2009) HOG3D
(Kläser et al, 2008), extended SURF (Willems et al,
2008), and C2-shape features (Jhuang et al, 2007). More
recently Wang et al (2011) proposed Dense Trajectory

Learning discriminative space-time actions from weakly labelled videos

features which, when combined with the standard BoF
pipeline (Wang et al, 2009), outperformed the recent
Learned Hierarchical Invariant features (Le et al, 2011;
Vig et al, 2012). Therefore, even though this framework
is independent from the choice of features, we use the
Dense Trajectory features (Wang et al, 2011) to describe space-time video blocks.
Dense Trajectory features are formed by the sequence of displacement vectors in an optical flow field,
together with the HoG-HoF descriptor (Laptev et al,
2008) and the motion boundary histogram (MBH) descriptor (Dalal et al, 2006) computed over a local neighbourhood along the trajectory. The MBH descriptor
represents the gradient of the optical flow, and captures
changes in the optical flow field, suppressing constant
motions (e.g. camera panning) and capturing salient
movements. Thus, Dense Trajectories capture a trajectory’s shape, appearance, and motion information.
These features are extracted densely from each video at
multiple spatial scales, and a pruning stage eliminates
static trajectories such as those found on homogeneous
backgrounds, or spurious trajectories which may have
drifted (Wang et al, 2011).
In order to aggregate local space-time features, we
use the BoF approach, proven to be very successful
at classifying human actions in realistic settings. However instead of aggregating the features over the entire
video volume (Wang et al, 2011), or within a fixed grid
(Laptev et al, 2008), we aggregate features within local
subvolumes of various cuboidial sizes scanned densely
within the video. In practice, there is a huge number of possible subvolume shapes at different scales in
videos of varying resolution and length in time. Therefore we have chosen a representative set of 12 subvolume
‘types’, as a compromise between localisation and classification accuracy and the computational complexity
associated with considering more subvolume types. The
subvolumes range from small cubes to larger cuboids
which span the whole range of the video in space and
time, as illustrated in Fig. 3. Note that by considering
only the subvolume which corresponds to the maximum
size, the representation of each video reduces to the
standard global BoF representation. The exact parameter settings for the subvolume generation are detailed
in the experimental evaluation of Section 4.
In contrast to object detection, in which the boundaries of an object are well defined in space, the ambiguity and variation of actions are not necessarily well
captured by bounding boxes. Therefore we choose to
represent discriminative action locations by an actionspecific saliency map, where each video pixel is associated with a vector of scores denoting the response of
each action class at that point. By using general sub-
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Fig. 3 Local space-time subvolume ‘types’ are drawn in two
videos of varying length at random locations. These subvolumes represent the structures in which local features are aggregated to form a vectorial representation.

volume types instead of fixed-size subvolumes (Sapienza
et al, 2012), it is possible to locate the action more accurately through their combination. Recall that each
instance is defined as a BoF histogram associated with
a local video subvolume. The action-specific saliency
map is built by aggregating the detection scores from
all instances within the space-time video. Since in our
framework, we also map the individual instance scores
to a global video clip classification score (§ 3.3), the
vector of scores at each pixel can be reduced to that of
the predicted video action class.

3.2 MIL-BoF action models
Unlike previous BoF action clip classification approaches
which generate one histogram descriptor per action clip,
either by counting the occurrences of visual words in the
whole clip (Wang et al, 2011; Schüldt et al, 2004), or by
concatenating histograms from a spatial grid (Laptev
et al, 2008), we represent each video as a set of local
histogram patterns, or a bag of instances. In this work
we define an instance to be an individual histogram
obtained by aggregating the dense-trajectory features
within a local subvolume, and a bag is defined as a set
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Fig. 4 Instead of defining an action as a space-time pattern in an entire video clip (left), an action is defined as a collection
of space-time action parts contained in general subvolumes shapes of cube/cuboidial shape (right). One ground-truth action
label is assigned to the entire space-time video or ‘bag’, while the labels of each action subvolume or ‘instance’ are initially
unknown. Multiple instance learning is used to learn which instances are particularly discriminative of the action (solid-line
cubes), and which are not (dotted-line cubes).

of instances originating from a single space-time video.
Since we perform multi-class classification with a 1-vsrest approach, we present the following methodology as
a binary classification problem.
In action classification datasets, each video clip is
assigned to a single action class label. By decomposing each video into multiple instances, now only the
class of the originating video is known and not those
of the individual instances. This makes the action classification task weakly labelled, where it is known that
positive examples of the action exist within the video
clip, but their exact location is unknown. If the label of
the bag is positive, then it is assumed that a proportion
of instances in the bag will also be positive. If the bag
has a negative label, then all the instances in the bag
must retain a negative label. The task here is to learn
the class membership of each instance, and an action
model to represent each class, as illustrated in Fig. 4.
The learning task may be cast in a max-margin
multiple instance learning framework, of which the pattern/instance margin formulation (Andrews et al, 2003)
is best suited for space-time action localisation. Let
the training set D = (hX1 , Y1 i, ..., hXn , Yn i) consist
of a set of bags Xi = {xi1 , ..., ximi } of different length
and corresponding ground truth labels Yi ∈ {−1, +1}.
Each instance xij ∈ R represents the j th BoF model
in the ith bag, and has an associated latent class label
yij ∈ {−1, +1} which is initially unknown for the positive bags (Yi = +1). The class label for each bag is
positive if there exists at least one positive instance in

the bag, that is, Yi = maxj {yij }. Therefore the task of
the mi-MIL is to recover the latent class variable yij of
every instance in the positive bags, and to simultaneously learn an SVM instance model hw, bi to represent
each action class.
The max-margin mi-SVM learning problem results
in a semi-convex optimisation problem, for which Andrews et al (2003) proposed a heuristic approach. In miSVM, each example label is unobserved, and we maximise the usual soft-margin jointly over hidden variables
and discriminant function:

min min

yij w,b,ξ

X
1
kwk2 + C
ξij ,
2
ij

subject to ∀i, j :

(1)

yij (wT xij + b) ≥ 1 − ξij ,

ξij ≥ 0, yij ∈ {−1, +1},
X
and
(1 + yij )/2 ≥ 1 s.t. Yi = +1,
j∈i

yij = −1 ∀j∈i s.t. Yi = −1,
where w is the normal to the separating hyperplane, b
is the offset, and ξij are slack variables for each instance
xij .
The heuristic algorithm proposed by Andrews et al
(2003) to solve the resulting mixed integer problem is
laid out in Algorithm 1. Consider training a classi-
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Algorithm 1 Heuristic algorithm proposed by (Andrews et al, 2003) for solving mi-SVM.
STEP 1. Assign positive labels to instances in positive bags:
yij = Yi for j ∈ i
repeat
STEP 2. Compute SVM solution hw, bi for instances
with estimated labels yij .
STEP 3. Compute scores fij = wT xij + b for all xij in
positive bags.
STEP 4. Set yij = sgn(fij ) for all j ∈ i, Yi = 1.
for all
Ppositive bags Xi do
if
j∈i (1 + yij )/2 == 0 then
∗
= +1
STEP 5. Find j ∗ = argmaxfij , set yij
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considered. Thus, only the query instance labels may
be predicted:
ŷij = sgn(wT xij + b).

(2)

An alternative MIL approach called the ‘bag margin’
formulation is typically adopted to predict the bag labels. The ‘bag-margin’ approach adopts a similar iterative procedure as the ‘instance margin’ formulation,
but only considers the ‘most positive’ and ‘most negative’ instance in each bag. Therefore predictions take
the form:

j ∈i

end if
end for
until class labels do not change
Output w, b

fier for a walking class action from the bags of training instances in a video dataset. Initially all the instances are assumed to have the class label of their parent bag/video (STEP 1). Next, a walking action model
estimate hw, bi is found using the imputed labels yij
(STEP 2), and scores fij = wT xij +b for each instance in
the bag are estimated with the current model (STEP 3).
Whilst the negative labels remain strictly negative, the
positive labels may retain their current label, or switch
to a negative label (STEP 4). If, however, all instances
in a positive bag become negative, then the least negative instance in the bag is set to have a positive label
(STEP 5), thus ensuring that there exists at least one
positive example in each positive bag.
Now consider walking video instances whose feature
distribution is similar to those originating from bags in
distinct action classes. The video instances originating
from the walking videos will have a positive label, whilst
those from the other action classes will have a negative
label (assuming a 1-vs-all classification approach). This
corresponds to a situation where points in the high dimensional instance space are near to each other. Thus,
when these positive walking instances are reclassified in
a future iteration, it is likely that their class label will
switch to negative. As the class labels are updated in
an iterative process, eventually only the discriminative
instances in each positive bag are retained as positive.

3.3 A learned mapping from instance to bag labels
The instance margin formulation detailed in the previous section aims at recovering the latent variables of
all instances in each positive bag. When recovering the
optimal labelling and the optimal hyperplane, all the
positive and negative instances in a positive bag are

Ŷi = sgn max(w̄T xij + b̄),
j∈i

(3)

where hw̄, b̄i are the model parameters learned from the
‘bag-margin’ formulation (Andrews et al, 2003).
In order to avoid this iterative procedure for retrieving the bag labels, we propose a simple and robust alternative method in which bag scores are directly estimated from the instance scores predicted by the instance model hw, bi (Algorithm 1). One solution is to
use the same max decision rule in (3) with the instance
model hw, bi: Ŷi = sgn maxj∈i (wT xij + b). However,
the scores from the max may be incomparable, and are
often calibrated on a validation set to increase performance (Platt, 1999; Lin et al, 2007). Moreover, better
cues may exist to predict the bag label, such as using cross validation to select a threshold on the number of positive instances in each bag, or a threshold
on the mean instance score in each bag. The downside
is that the number of instances in each bag may vary
significantly between videos, making values such as the
mean instance score between bags incomparable. For
example, in a long video clip in which a neatly performed action only occupies a small part, there would
be large scores for instances containing the action, and
low scores elsewhere. Clearly, the mean instance score
would be very low, even though there was a valid action
in the clip.
As a more robust solution we propose to construct
a feature vector by combining multiple cues from the
instance scores fij in each bag, including the number
of positive instances, the mean instance scores, and the
maximum instance score in each bag. The feature vector
Fi is constructed as follows:


#p 1 P
Fi = #p, #n,
,
(fij ), min(fij ) ,
j (fij ), max
j∈i
j∈i
#n n
(4)
where #p and #n are the number of positive and negative instances in each bag respectively. In this way, the
variable number of instance scores in each bag are represented by a six-dimensional feature vector, and a linear
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4.1 Datasets and experimental setup
The KTH dataset (Schüldt et al, 2004) contains 6 action classes (walking, jogging, running, boxing, waving,
clapping) each performed by 25 actors, in four scenarios. We split the video samples into training and test
sets as in (Schüldt et al, 2004); however, we consider
each video clip in the dataset to be a single action sequence, and do not further slice the video into clean,
smaller action clips. This shows the robustness of our
method to longer video sequences which include noisy
segments in which the actor is not present.
The YouTube dataset (Liu et al, 2009) contains 11
action categories (basketball shooting, biking/ cycling,
diving, golf swinging, horse back riding, soccer juggling,
swinging, tennis swinging, trampoline jumping, volleyball spiking and walking with a dog), and presents several challenges due to camera motion, object appearFig. 5 A sample of images from the various datasets used
in the experimental evaluation. Whereas early action recogance, scale, viewpoint and cluttered backgrounds. The
nition datasets like the KTH (Schüldt et al, 2004) included
1600 video sequences are split into 25 groups, and we
videos with single, staged human actions against homogefollow the author’s evaluation procedure of 25-fold, leaveneous backgrounds, more recently challenging uncontrolled
one-out cross validation.
movie data from the Hollywood2 (HOHA2) dataset (Laptev
et al, 2008) and amateur video clips available on the Internet
The Hollywood2 dataset (Marszalek et al, 2009) conseen in the YouTube (Liu et al, 2009) and HMDB51 (Kuehne
tains 12 action classes : answer phone, driving car, eatet al, 2011) datasets are being used to evaluate action recoging, fighting, getting out of car, hand-shaking, hugging,
nition algorithms. These challenging datasets contain human
kissing, running, sitting down, sitting up, and standactions with large variations in appearance, style, viewpoint,
background clutter and camera motion, as seen in the real
ing up, collected from 69 different Hollywood movies.
world.
There are a total of 1707 action samples containing realistic, unconstrained human and camera motion. The
dataset is divided into 823 training and 884 testing seSVM decision boundary is learned in this constant diquences, as in (Marszalek et al, 2009), each from 5mensional space. Apart from mapping multiple instance
25 seconds long. The videos for this dataset have been
scores to single bag scores, this svm-map strategy gendown-sampled to half their size.
erates comparable bag scores for various action classes,
The HMDB dataset (Kuehne et al, 2011) contains
thus avoiding any instance score calibration. Moreover,
51 action classes, with a total of 6849 video clips colin the following experimental section, we demonstrate
lected from movies, the Prelinger archive, YouTube and
that our svm-map strategy outperforms taking taking
Google videos. Each action category contains a minithe argument of the maximum instance score in each
mum of 101 clips. We use the non-stabilised videos with
bag.
the same three train-test splits as the authors (Kuehne
et al, 2011).
For each dataset, we present the results of the stateof-the-art as reported in the literature, our global BoF
4 Experimental Evaluation & Discussion
baseline, and our proposed general MIL-BoF approach.
Furthermore, we compare three ways of mapping instance scores to a final bag classification score: i) taking
In order to validate our action recognition system, we
the argument of the maximum value in each bag (max),
evaluated its performance on four challenging human
action classification datasets, namely the KTH, YouTube, ii) calibrating the instance scores by fitting a sigmoid
function to the SVM outputs (Platt, 1999; Lin et al,
Hollywood2 and HMDB51 datasets, sample images of
2007) before taking the max (max platt), and iii) using
which are shown in Fig. 5. We give a brief overview
our proposed SVM mapping strategy (svm-map).
of each dataset (§ 4.1), the details of the general MILPrevious methods have evaluated action classificaBoF experimental setup (§ 4.2 - 4.3), followed by an
tion performance through a single measure, such as
ensuing discussion of the classification(§ 4.4) and localthe accuracy or average precision. In our experimental
isation(§ 4.5) results.
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evaluation, we use three performance measures for each
dataset, in order to present a more complete picture of
the algorithm performance, namely:
– Accuracy (Acc), calculated as the #correctly classified testing clips /#total testing clips,
– Average precision (AP), which considers the ordering in which the results are presented,
– F1-score, which weights recall and precision equally
and is calculated as:
F1 =

2 × recall × precision
.
recall + precision

(5)

4.2 MIL-BoF experimental setup
Initially, Dense Trajectory features were computed in
video blocks of size 32 × 32 pixels for 15 frames, with
a dense sampling step size of 5 pixels, as set by default (Wang et al, 2011). Each feature was split into
its 5 types (trajectory 30-D, HOG 96-D, HOF 108-D,
MBHx 96-D, MBHy 96-D), and for each type, a separate 400-word visual vocabulary was built by k-means.
In order to generate the visual vocabulary, a random
and balanced selection of videos from all action classes
were sub-sampled, and 100k features were again sampled at random from this pool of features. The k-means
algorithm was initialised 8-times and the configuration
with the lowest error was selected.
All subvolume types were extracted from a regular
grid with a spacing of 20 pixels in space and time. Results are reported for a general mixture of subvolume
types, allowing for two scales in width, two scales in
height, and 3 scales in time, where the largest scale
stretches over the whole video. The smallest subvolume
takes a size of 60×60×60 pixels in a video of resolution
160 × 120, and scaled accordingly for videos of higher
resolutions. This setup generated a total of 2×2×3 subvolume types within each space-time volume, as illustrated in Fig. 3. Typical values for the number of subvolumes extracted per video range from approximately
300 to 3000, depending on the length of the video.
The total number of subvolumes in the each dataset
depends on the number and length of the individual
videos. For example on the Hollywood2 dataset there
are just over 106 instances, each with a 2k histogram dimensionality, making the histogram generation and the
learning problem at hand large-scale. Thus we employed
a fast kd-tree forest (Muja and Lowe, 2009; Vedaldi and
Fulkerson, 2008) to quantise each Dense Trajectory feature to its closest cluster centre, delivering a four times
speedup when compared to calculating the exact Euclidean distance. We fixed the histogram normalisation
to the L1-norm, and used an approximation instead
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of the exact χ2 kernel, which in practice takes a prohibitively long time to compute.
Recent work by Vedaldi and Zisserman (2010) on
the homogeneous kernel map demonstrated the feasibility of large scale learning with non-linear SVMs based
on additive kernels, such as the χ2 kernel. The map provides an approximate, finite dimensional feature representation in closed form, which gives a very good approximation of the desired kernel in a compact linear
representation. The χ2 kernel map parameters were set
to N=2, and a homogeneity degree of γ=0.5, which
gives a 2N + 1 dimensional approximated kernel map.
Therefore the action models can now be learned via
fast linear SVMs with a hinge-loss in the primal formulation, using stochastic sub-gradient methods (ShalevShwartz et al, 2011). Initially, all the instances in each
positive bag were set to have a positive label, and at
each iteration, the SVM solver is initialised with the
model parameters calculated in the previous iteration
(Andrews et al, 2003).
Instead of fixing the regularisation parameters to
values known to work well on the test set, we performed
5-fold cross validation (Kuehne et al, 2011) on the training set to pick the SVM regularisation costs, and perform multi-class classification using the one-vs-all approach. The quantitative results are shown in Table 1.

4.3 Baseline BoF algorithm
The baseline approach is set-up by using only the largest
subvolumes to represent each video clip. This reduces to
the pipeline described in Wang et al (2011), except that
approximate methods are used for histogram building
and model learning. The quantitative results obtained
are listed in Table 1.

4.4 Action clip classification results
The quantitative results presented in Table 1, show the
action classification performance of the current best in
the literature, our BoF baseline, and our proposed MILBoF extension. Even though the KTH dataset is arguably the easiest dataset considered in this work, with
already near-saturated results, one can still observe minor improvements when compared to the BoF baseline. On the challenging YouTube dataset however, the
MIL-BoF framework outperformed the state-of-the-art,
and achieved a considerable 4.7%, 4.8%, and 6.1% improvement in accuracy, average precision and F1 score
when compared to the state-of-the-art BoF baseline.
The results in Table 1 additionally show the improvement of our proposed svm-map strategy to recover the
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Table 1 A table showing the state-of-the-art results, our
BoF baseline implementation and our proposed general MILBoF method.
KTH
State-of-the-art
BoF baseline
MIL-BoF (max)
MIL-BoF (max platt)
MIL-BoF (svm-map)

Acc
96.761
94.44
71.30
95.37
95.37

mAP
97.021
97.29
96.98
96.98
97.30

mF1
96.041
94.40
66.30
95.35
95.35

YOUTUBE
State-of-the-art
BoF baseline
MIL-BoF (max)
MIL-BoF (max platt)
MIL-BoF (svm-map)

Acc
84.202
79.61
66.37
76.94
84.37

mAP
86.101
83.59
83.95
83.95
88.43

mF1
77.351
76.58
61.57
72.90
82.72

HOHA2
State-of-the-art
BoF baseline
MIL-BoF (max)
MIL-BoF (max platt)
MIL-BoF (svm-map)

Acc
39.631
52.15
26.92
50.68
58.60

mAP
59.53 , 60.04
46.14
43.19
43.19
51.86

mF1
39.421
46.70
8.51
33.79
50.35

HMDB
State-of-the-art
BoF baseline
MIL-BoF (max)
MIL-BoF (max platt)
MIL-BoF (svm-map)

Acc
31.531
32.72
18.17
30.41
32.48

mAP
40.73
32.45
33.9
33.9
39.47

mF1
25.411
32.57
12.89
27.39
34.25

1
Sapienza et al (2012), 2 Wang et al (2011),
(2012), 4 Vig et al (2012).
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bag/video scores from the instance scores, compared
to taking the max or the platt-calibrated max. Fitting
a sigmoid to the instance scores via platt calibration
improved the performance of taking the max significantly, however this is still proves inferior to the svmmap strategy. Similar performance gains over the BoF
baseline are observed across all performance measures
on the Hollywood2 dataset. The lower average precision
as compared to the state-of-the-art may result from using half-resolution videos and approximate methods for
histogram building and learning action models, in order
to cope with the large instance training sets. Despite
this, we report significant improvements in Accuracy
and F1 scores. Finally the HMDB dataset is the most
challenging action classification dataset to date, and we
report a comparable accuracy and superior mAP and
mF1 scores when compared to the BoF baseline.
These results demonstrate that the MIL-BoF in conjunction with the proposed svm-map strategy is able
to significantly improve performance compared to the
BoF baseline, even on the most challenging datasets. In
addition to action clip classification, the learned local
instance models can also be used for action localisation,
as discussed in the next section.

Fig. 6 Action classification and localisation on the KTH
dataset. (a) This boxing video sequence has been correctly
classified as a boxing action, and has overlaid the boxing action saliency map to indicate the location of discriminative
action parts. (b) This time, the action classified is that of
a walking action. In this longer video sequence, the actor
walks in and out of the camera shot, as shown by the dense
red points over the locations in which the actor was present
in the shot.

4.5 Qualitative localisation discussion
Despite our general MIL-BoF approach achieving comparable results to the baseline on the KTH dataset, the
qualitative results of Fig. 6 demonstrate the action location information gained in addition to the classification
label. Recall that each video pixel is associated with a
vector of scores where each element denotes the action
class score of each category in the dataset. The scores
are computed by aggregating the instance scores associated with each subvolume ‘type’ in each video. However
since we also estimate the global video clip classification
scores, the vector of scores at each point can be reduced
to that of the predicted class. Thus in both Fig. 6a & b,
the saliency map is specific to the predicted global action class, and is displayed as a sparse set of points for
clarity, where the colour, from blue to red, and sparsity
of the plotted points indicate the action class membership strength. In both videos of Fig. 6, irrelevant scene
background, common in most of the KTH classes, was
pruned by the MIL during training, and therefore the
learned action models were able to better detect relevant action instances. Notice that the combination of
general subvolume ‘types’ were able to capture both
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Fig. 7 Action classification and localisation on the YouTube
dataset. The ability of the algorithm to cope with videos in
which the action does not start and stop with the beginning
and end of the clip is clear in (d) where the person takes
some time before swinging the golf bat. This is indicated by
the red dense points marking the saliency of the golf-swing
action.

the consistent motion of the boxing action in Fig. 6a,
as well as the intermittent walking action of Fig. 6b.
The qualitative results on the YouTube dataset can
be seen in Fig. 7, where salient action parts were captured by the MIL-BoF framework even in unconstrained
videos such as ‘walking the dog’ in Fig. 7b, and ‘juggling’ in Fig. 7e. Moreover, in Fig 7d, the ‘golf swing’
action only occupies a small part of the video, as indicated by the saliency map. In the qualitative results of
Fig. 8 one can appreciate the wide range of videos, short
and long present in the Hollywood2 dataset, which our
general MIL-BoF approach is well suited for. Note that
no modifications to the algorithm were needed to accommodate different datasets, and parameter settings
were held constant across them.
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Fig. 8 Action classification and localisation on the Hollywood2 dataset. The salient parts of the scene in Hollywood
movies usually occur in the centre of the video, as seen in (bd). In these cases, the central saliency mask proposed may
work well (Vig et al, 2012), however for longer action sequences in which the action does not start and stop with the
beginning and end of the video clip, our method is still able
to predict the action saliency (a, e). It is clear that our MILBoF method can deal with a large variety of video lengths and
scene complexities.

The qualitative localisation results for the HMDB
dataset are shown in Fig. 9 and Fig. 10, where the
saliency maps drawn over the videos are those corresponding to the predicted global action class. Note that
it does not represent a general measure of saliency (Vig
et al, 2012), rather it is specific to the particular action
class being considered. This has the effect of highlighting discriminative parts of the action, for example, in
the pushing action of Fig. 9e, the contact between the
hands and vehicle is highlighted, less so the leg motion.
Likewise in Fig. 9d the pouring action is highlighted,
less so the arm’s motion. The videos of Fig. 10 show the
results obtained when the clip is incorrectly classified.
In this case, higher scores are located at the borders of
the video frame, since the instance scores for the wrong
prediction are small over the video parts where the action occurs. In the HMDB dataset, apart from dealing
with a wide range of action classes, our algorithm has
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Fig. 10 Misclassifications in the HMDB dataset. The predicted class is shown first, followed by the ground truth class
in brackets. Note that the localisation scores shown are of
the predicted class. (a) A ‘kick ball’ action that has frames
of Britney Spears singing in the middle. (b) A ‘push’ action
wrongly classified as ‘climb’. (c) The fast swinging movement
of the ‘baseball’ action was classified as ‘catch’. (d) A hug
was incorrectly classified as punch, and (e) a ‘punch’ was
misclassified as ‘clap’. (f ) In this case the wave action was
misclassified as walk, even though President Obama was also
walking. The algorithm was unable to cope with the situation
in which two actions occur simultaneously.
Fig. 9 Action localisation results on the HMDB51 dataset,
the most challenging action classification dataset to date. In
(d), a girl is pouring liquid into a glass, and in (e) a person
is pushing a car. Notice that the push action does not fire
over the person’s moving legs but rather on the contact zone
between the person and the vehicle. Moreover the saliency
map in (b) is focused on the bow and not on the person’s
elbow movement.

to deal with significant nuisance factors in the data,
such as frames of ‘Britney Spears’ singing in between a
‘kick ball’ action (Fig. 10a), and the possibility of multiple actions per video clip such as the ‘walking’ and
‘waving’ actions in Fig. 10f. Extending this framework
to deal with multiple actions per video is left for future
work.

5 Conclusion
We proposed a novel general framework to action clip
classification and localisation based on the recognition
of space-time subvolumes. Since in our approach the
detection primitives are space-time subvolumes, there
is no need to perform spatial and temporal detection
separately (Liu et al, 2009). Rather, each subvolume is
associated with a location in the video, and a decision
score for each action class.

By learning the subvolume latent class variables with
multiple instance learning, more robust action models may be constructed and used for action localisation in space and time or action clip classification via
our proposed mapping from instance to bag decision
scores. The experimental results demonstrate that the
MIL-BoF method outperforms the state-of-the-art BoF
pipeline on the most challenging datasets. We expect
that by increasing the number of possible subvolumes
and the density at which they are extracted, we will observe further improvements in classification and localisation accuracy. Further MIL performance gains may
be obtained by multiple random initialisations, instead
of assigning each instance to the label of their parent
bag, although at at higher computational cost.
In the future, we will focus our attention on describing further action detail, such as whether a person is
walking fast or slowly, or whether a person jumps high
or low, via attribute learning. Furthermore, we plan to
incorporate deformable action structure by means of
pictorial star models.
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