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Abstract—Endowing computational systems with the ability to
localize actions in video-based content has an myriad amount of
applications. In this work, the extensive annotation requirement
demanded by fully-supervised learning is circumvented through
weakly supervised learning. First, we take advantage of the
elementary structure of each video by means of segmentation
to extract an initial set of action tubes. For the purposes of
representation, a CNN is employed to extract RGB features from
each tube. Unlike previous work a MIL, that makes the label
of each proposal continuous instead of discrete, formulation is
used. This serves to make the resulting optimization function
more tractable. Extensive experimental results with multiple
performance indicators on the ‘UCF-Sports’ dataset support the
effectiveness of our approach.

I. I NTRODUCTION
Detecting actions in videos is a hard problem, even under
the full supervised paradigm. This can be attributed to the
vast multifarious scenarios under which actions can appear.
Under weakly labelled conditions, functions that are capable of
localising actions must be learnt simply by correlating negative
and positive videos of a given action. This is naturally more
challenging as the decision of which function to learn is even
more ambiguous. Should a learner recognize instances were a
human is kicking a ball? or should it detect ‘kicking’ in general
without regards of what is being kicked or who is kicking?
Under the paradigm adopted, the learner will make this choice
according to what is present in the extracted features. More
specifically, if all the positive videos contain a human kicking
a ball then that is what the model will learn. This can be
difficult as there are no labels to guide the algorithm towards
the desired function, the one that map’s the kicking action to
the kicking label. Instead it may learn a function that maps
the label – ‘kicking’ – to an artefact that is not the action but
is still prevalent in all the videos.
Nevertheless, significant progress has been made. The vast
majority of previous work cast this problem under a fullysupervised paradigm. This methodology is problematic as it
is intractable to manually label spatio-temporal actions in
millions of videos. Attempts have been made to alleviate
this issue through tools that automate certain aspects of the
problem [1], [2]. Nonetheless, direct intervention by humans
is still a necessity. Recently researchers have bypassed this
expensive annotation requirement by adopting the ‘Weakly
Supervised Learning (WSL)’ framework [3], [4], [5], [6] typically using ‘Multiple Instance Learning’ (MIL) under various

formulations. While effective, this leads to a mixed integer
programming problem that has to be solved heuristically. For
this reason we adopt the MIL formulation by [7] called RMISVM that address this issue by allowing the latent label of
each proposal to be continuous instead of discrete.
Segmentation is being used for the purpose of generating
temporarily consistent action proposals, while a ‘Convolutional Neural Network (CNN)’ is used to extract deep features
from every proposal. To the best of our knowledge this holistic
approach of using relaxed constraints in the MIL formulation
in conjunction with video segmentation is a novel method
for localizing spatio temporal actions under weakly labelled
conditions.
The remaining sections of this article are structured as
follows. Section II gives a concise overview of the relevant
literature. Subsequently, Sections III, IV and V formalize
the utilized data, methodology and performance indicators
respectively. Finally, this article concludes by quantifying and
discussing the achieved results.
II. R ELATED W ORK
There are three distinct problems that have to be tackled
in order to successfully localize spatio-temporal actions in
video-based content. The first problem is that of feature
extraction. The second is that of representation while the
third concerns algorithms that can learn to generalize over
the observed features. The majority of the current state-ofthe-art in video based action localisation employ CNNs along
with an association algorithm for localizing actions under a
fully-supervised setting [8], [9], [10]. Such approaches demand
per-frame bounding box based annotation, which is expensive
and hence they are restricted to relatively small data-sets with
a limited number of action classes. This has instigated a
need for a framework that can leverage the descriptive power
of CNNs without the expensive space-time annotations that
is demanded by fully-supervised learning. Scientific research
related to this problem is prevalent for object detection in
image based content [11], [12], [13], [14], [15], [16] but is
surprisingly limited for the video domain.
Traditionally, the Bag-of-features (BOF) encoding model
has been employed for representation. This method clusters
space-time features and builds a visual vocabulary from the
entire-clip, features are commonly extracted based on shape
(HOG, etc...) or motion (Optical Flow, etc...) [17]. Sapienza et

al. [3] has shown that this approach is inherently flawed, since
algorithms learn from feature vectors that are not necessarily
discriminative of the action class in question. In order to
counteract this, [3] uses a technique that divides a video into
multiple sub-volumes through a rigged spatio-temporal grid.
BOF or Fisher vectors are employed to describe each subvolume by extracting and grouping features through a technique developed by [18], termed Dense Trajectory Features.
This feature extraction technique is a significant improvement
over the more antediluvian approach of utilizing Interest Point
Detectors (3D-SIFT, HOG3D, SURF).
Subsequently to dividing a video [3] casts the localization
problem under a weakly supervised learning framework to
select sub-volumes that are most discriminative of the action in
question. The advantage of this method is that by dividing the
video clip and learning solely on discriminative sub-volumes
extraneous features are eliminated. While effective, this is not
optimal as the grid is rigid. For this reason pixel-wise video
segmentation such as the one utilized by [19] tends to be
more effective. Furthermore, CNN have recently been shown
to outclass all other representation techniques in both images
and videos [20], [8], [9].
Tang et al. [19] annotates actions with a pixel mask by
exploiting a video segmentation method conceptualised by
[21] and [22]. Inter-class information is leveraged to train a
WSL algorithm that is capable of localising actions. Hartmann
et al. [6] takes a similar approach however a MIL based
boosting method is used instead. [23] adopts a markedly
distinctive approach. Specifically, first the author generates
a large number of spatio-temporal action proposals using
dense trajectory features. This set is significantly trimmed
by exploiting motion and saliency based information. Subsequently, a graph is constructed between proposals across
different videos and the localized action is selected by finding
maximum cliques in the graph. Very recent, emerging state-ofthe-art work by [24] takes leverage of R-CNN developed by
[25] to extract human proposals and then employs a tracking
algorithm to extract human tubes. Subsequently, the MultiFold MIL formulation by [14] is utilized to select the tube
that is most discriminative of the action. The method employed
by [24] is capable of annotating multiple-actions at different
temporal scales. The results achieved by this method show
that weakly supervised methods can be competitive with fully
supervised settings. This implies that manual annotations are
at best suboptimal due to human biases.
Our work is most similar to that of [24] and [19]. Unlike
the former we will not be using any prior information on the
human condition and with regards to the latter we will be using
a segmentation algorithm by [26] that uses selective search to
combine broken supervoxels. Our novelty is derived from the
fact that we use the MIL formulation of [7] to generalise over
new features. Additionally, we use a bag-splitting approach
original conceptualized for the image domain by [16] to reduce
the ambiguity in videos we know based on the label hosts a
particular action.

Fig. 1: Frames from UCF-Sports depicting the ten classes [27].

III. DATA AND C ROSSVALIDATION
The ’UCF-Sports’ dataset will be used in this work. This
dataset consists 150 videos divided into ten separate class. The
database has both video and frame level annotation. In general,
our approach does not require frame-level annotations however
these are required for the purposes of evaluation. With regards
to train-test split we follow the approach of [28] where 43
videos are used for testing and 103 videos for training.
Crossvalidation is based on the leave-one-out method with
one key difference. Instead of leaving only one out, we leave
one out for every class (ten) while still guaranteeing the that
every instance is in the training and validation set at least once.
This is essential to ensure that we can reliability estimate the
performance of our models during the validation stage. Given
that we are under the weakly-supervised paradigm, this metric
is calculated based on classification accuracy and then a simple
gird-search method is employed to select the parameters for
the learning algorithm.

Fig. 2: Methodology, high-level overview. Frames from UCF-Sports [27].

IV. M ETHODOLOGY
The proposed action localization methodology is designed
to be hierarchical. Specifically, it is composed of three layers.
The first section covers feature extraction the second represents
that of representation while the third is that of generalization.
Figure 2 depicts an overview of this methodology.
A. Video Segmentation
Video segmentation is formally defined by the following
function: F : V → Λ3 , where V represents a video and Λ3
is a 3D-Lattice of that video. Conversely, a supervoxel is a
region in both space and time (subset of Λ3 ) that represents a
group of connected and perceptually similar pixels. The formal
definition of a supervoxel is given by Equation 1.
V ⊂ Λ3 s.t. ∪i Vi = λ3 and
Vi ∩ Vj = ∅

.∀i,j

(1)

The video segmentation algorithm proposed by [21] first
builds a 3D-graph from the entire video volume by utilising
image segmentation methods to get an initial over-segmented
version of each frame. Subsequently, dense optical flow is
used to slice the structure of the graph along the temporal
dimension. The author makes use of hierarchical scheme
to iteratively re-segment the over-segmented frames. This
approach enables the algorithm to achieve spatial and temporal
cohesive supervoxels even in long temporal videos. While
effective, this algorithm has drawbacks. Firstly, the algorithm
does not provide an method for selecting an optimal hierarchy
level. Secondly, the supervoxels that represent human actions
still tend to be over-segmented even at high hierarchical
levels. To addresses the first issue [29] develops a method
that makes use of an ‘objectiveness’ measure to select the
hierarchy level that gives best spatial and temporary consistent
supervoxels. [24] further improves on this work by developing
an algorithm that joins broken supervoxels using a selective
search approach.
In this work we evaluate two spatio-temporal video segmentation methods: ‘Efficient hierarchical graph-based video segmentation (HVC)’ [21] and ‘Action localization with tubelets

from motion (ATM)’ [26]. Additionally, we evaluate a recent
non-segmentation based proposal generation method, called
‘Action localization proposals from dense trajectories (ADT)’
[30].
B. Representation
For feature representation the Convolutional Neural Network (CNN) developed by the Visual Geometry Group (VGG)
at the University of Oxford was chosen [31]. The VGG
network has 16 layers from which fc7 features are extracted
for every frame. One side effect of our approach is that since
frames are fed into the network separately motion information
is lost. Neural networks that can learn from an entire video
are just starting to appear in primary literature and they can
only work with 10-20 frames [32].
Once features are extracted, they are averaged across the
frames and normalized using the l2 norm. This process results
in 4096 features for every proposal, for every video. In the
future, this will be extended by motion information which will
be integrated by computing optical flow on every video.
C. Weakly Supervised Learning (WSL)
Under the weakly-supervised paradigm each videos has an
associated label that represent what action is contained in that
video. Each video also has a number of associated instances,
where each instance is a proposal for the location for the
action as specified by the video label. More formally, let
D = {(X1 , Y1 )....(Xn , Yn )} be the vectorial representation
of our dataset, where Xi represents a single video instance,
n specifies the number of videos and Yi ∈ {−1, 1} represents
the associated label (kicking, etc..). Conversely, xi,j ∈ Xi
represents a single action tube for that video with the latent variable yi,j ∈ {−1, 1}. Under the MIL assumption a
video, Xi has positive label if Yi = maxj {yi,j } holds. The
objective is thus to find a function, that discovers the label
of each tube, f (xi,j ) → yi,j . Under the formulation by [33]
the learning problem is formulated as instance/pattern maxmargin problem. This formulation is problematic as it leads to
mixed integer programming problem that can only be solved

heuristically. For this reason we adopt the approach taken by
[7] where the MIL constraints are relaxed, such that the late
variable of each proposal is continuous instead of discrete,
yi,j ∈ [0, 1]. Under this formulation instances are modelled
using logistic regression as shown by Equation 2.
1
(2)
T
1 + e(−w xij )
where pij is the probability of a proposal belonging to a
specific video, xij . The bag-level label is given by Equation
3. This also serves to encapsulates the MIL constraints where
a bag is positive only if at least one instance is positive and
negative if all instances are negative.

Algorithm 1: RMI-SVM, Training Function
1

pij = P r(yij = 1|xij ; w) =

2
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Pi = P r(Yi = 1|Xi ; W) = 1 −

mi
Y
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(1 − pij )

(3)
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where Xi is a video, Pi is the probability of that video
and Yi is its label. mi is the number of proposals in that
video. Given the above [7] derives the objective function
which is depicted by Equation 4. This objective function was
solved using stochastic gradient descent. Observe, that under
the classical MIL formulation one had to solve the objective
function using a greedy algorithm which by definition will not
result in an optimal solution.
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Lbagi = −(Yi log Pi + (1 − Yi ) log(1 − Pi ))

(4)

Linsij = max(0, [m0 − sgn(pij − p0 )wT xij ])
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where, λ is the learning rate, β is a regulation parameter, m0
is the margin parameter that separates the positives instances
from the negative instances and p0 is a threshold parameter
that determines whether an instance should be considered as
positive or negative. Lbagi and Linsij are the cost functions
for the bag and instances respectively.
In addition to the above the bag splitting approach advocated
by [16] is implemented. The basic idea is that in every iteration
the top α of every positive bag is considered positive while the
rest are considered negative and a new negative bag is created
to host them.
Algorithm 1 depicts our implementation of the training
algorithm of RMI-SVM. This function will be called for every
action class to build a model.
V. P ERFORMANCE I NDICATORS
To compare quality of the generated proposals the Intersection Over Union (IOU) is adopted. With regards to evaluating
the generalisability of the trained models, like previous work
we use the Mean Average Precision (mAP) and the areaunder-the ROC curve [34], [24], [19]. Unlike, previous work

23
24

function Train
(T , X, Y, λ, γ, β, η, α, p0 , m0 , randomize);
Input : X: data, list of bags — Y : bag level labels —
λ: learning rate — γ: instance regularizer — β:
bag regularizer — η: percentage of bag to split
— α: number of times to do bag splitting — T :
number of iterations — p0 : — m0 : —
randomize: uniformly randomizes bags if true
Output: W,B
W =0;
T = size(X) × T ;
while t ≤ T do
if t % size(X) == 0 then
// Bag splitting
if α > 0 and t ≥ αt then
α=α−1 ;
Bp = {x|x ∈ X ∧ Y (x) = 1} ;
Bn = X − Bp ;
Bp ,Bn = splitBag(η,Bp ,Bn ) ;
X = Bp + Bn
if randomize then
X = GetRandomPermuation(X)
i = t % size(X) ;
Xi = X[i] Yi = Y [i] ;
XBi = AddBaisT ermT oEveryP roposaL() ;
XBYi = W T × Xi ;
1
;
pi = (1+e−XBY
i)
Qsize(p
i)
Pi = 1 − j=1 (1 − pij ) ;
yi = {r |sgn(pi − p0 ) × XBYi < m0 } ;
// Stochastic Gradient Descent
1
 = t×λ
;
W = (1 − λ × ) × W ;
−Pi
× pTi ) ;
W = W + (β ×  × XBi . Y P
i
1.0×γ
).(sgn(pi − p0 ) × yi )T ;
W = W + ( n××XB
i
√1
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W = min{1, √P λ
j
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Wj2

};

t=t+1 ;
Split W into Weights (W ) and Biases (B) ;
return W ,B

localization performance without considering classification is
also measured. This metric shall be referred to as MeanSquared Error with Respect to Optimal Choice or in short,
mSERO. Computing this metric is straightforward. First, for
each instance in a given class the mean squared error between
the predicted proposal (proposal with highest probability) and
the best possible available proposal (defined as the proposal
with the highest IOU) is measured. By this metric a good
model will always pick the proposal with the best IOU while
a bad model will not. This measure quantifies how far off a
specific model was from predicting the best possible proposal.

Fig. 3: Proposals (blue bounding-box) generated with ATM, HVC, ADT. The green-overlay depicts the ground-truth.

TABLE I: Intersection Over Union (IOU) for the UCF-Sports
dataset.
Action Class
Diving-Side
Golf-Swing-Back
Golf-Swing-Front
Golf-Swing-Side
Kicking-Front
Kicking-Side
Riding-Horse
Run-Side
SkateBoarding-Front
Swing-Bench
Swing-SideAngle
Walk-Front
Mean Intersection Over Union
Mean Number of Tubes

Fig. 4: Recall-IOU Threshold curve.

VI. R ESULTS AND D ISCUSSION
This section presents detailed and quantifiable results that
prove the effectiveness of the proposed methodology. First,
the effectiveness of the three video segmentation methods is
determined. Once the most suitable algorithm is identified
– based on quality and number of proposals – the tubes
generated by this algorithm are vectorised by the CNN and
then used to train a model for every class using the following
three experiments:

ADT [30]
0.583706
0.801282
0.435979
0.724060
0.696297
0.691274
0.542712
0.588205
0.659791
0.683738
0.529371
0.713729
0.637512
1798

ATM [26]
0.363168
0.748542
0.526266
0.727153
0.550503
0.484475
0.247956
0.492336
0.561727
0.464019
0.368790
0.640201
0.514595
254

HVC [21]
0.452065
0.436035
0.533355
0.461906
0.337375
0.498129
0.467046
0.351405
0.319265
0.400841
0.359946
0.425863
0.420269
312

depicts the ‘Recall-IOU’ curve at various thresholds. Figure 3
illustrates a frame from the horse-riding class in UCF-Sports
over-layered with proposals from each algorithm along with
the ground-truth.
The results show that the ADT algorithm achieves an
overall better IOU then the other algorithms. While this is
the case, ADT generates approximately seven proposals for
each proposal generated by ATM and HVC. This can be
problematic as the majority of these proposals will be hard
negatives and hence it follows that it will be more difficult to
learn from. Primarily, for this reasons the ATM algorithm will
be used for the subsequent parts of this project as it provides
a reasonable balance between the number of tubes generated
and the quality of the tubes.
B. AP and mAP

– RMI-SVM (RMISVM): Base-line RMI-SVM algorithm.
– RMI-SVM+FILTER (RMISVM+F): Large proposals are
filtered out of the training and testing datasets. This
criteria is defined as any proposal that has an intersection
over union with the entire video volume of over 80%.
– RMI-SVM+FILTER+B (RMISVM+F+B): The bagsplitting technique is used in addition to filtering.
A. Intersection Over Union (IOU)
Table I depicts the intersection over union results for all
the three evaluated proposal generation algorithms. Figure 4

Table II lists the mAP scores for all the supported classes
of the aforementioned experiments. Observe, that by filtering
the data to exclude proposals that have high intersection with
respect to the entire video volume, significant improvements
are achieved. The reason can be attributed to the fact that
large proposals tend to be hard-negatives. This means that
the learner does not have an incentive to pick a tight-fitting
proposal over a larger proposal assuming, both proposals
adequately cover the action. Interestingly, the bag splitting
technique significantly improves the results for the ‘ridinghorse’, ‘running’ classes but it was found to have a negative

(a) mAP vs IOU

(b) ROC curve

Fig. 5: UCF-Sports - perfromance plots

effect on the classification accuracy for the other classes and
hence crossvalidation was used to determine whether or not
to enable this technique. Equally important, the classes it
positively effect, happen to be classes that are most effected
by the lack of optical flow representation. Therefore, we will
reserve any judgement on the validity of this technique until
optical flow computation is complete.
Figure 5a plots the relationship between mAP and the
IOU threshold. It can be seen that increasing the threshold
parameter causes the mAP score to decrease significantly. This
can be attributed to the fact that by increasing the threshold
parameter the cardinality of the set of correct answers is
reduced and thus it follows that error increases as the algorithm
is being more restrictive on what proposals it considers correct.
C. ROC Curve
In this domain the Area-Under the Curve (AUC) quantifies
the ability of each model to discriminate and localize between
a video that contains a specfic action and vice-versa. Figure
5b depicts the ROC for every experiment.

best possible proposal (green circle) and the one that was
actually predicted by our model (orange circle). Notice, that
hard negatives proposals tend to deviate substantially from
the other proposals, forming large discontinuous jumps in the
graph. It follows that the smoother the graph the more likely
it is for our model to pick the correct proposal as can be seen
in Figure 4.9a where the ‘diving’ model performs perfectly.
TABLE II: mAP scores for UCF-Sports (mAP/AP @ 0.2).
CLASS
kicking
golf-swing
diving
riding-horse
running
skate-boarding
swing-bench
swing-side
walking
mAP
sub-mAP 1

RMISVM
64.00
79.46
100.00
12.50
0.00
0.00
100.00
0.00
26.84
43.00
66.00

RMISVM+F
64.00
79.46
100.00
12.50
0,00
0.00
100.00
56.25
40.16
50.00
67.00

RMISVM+F+B
64.00
79.46
100.00
50.00
27.08
0.00
100.00
56.25
40.16
57.00
67.00

D. mSERO
Table III depicts the mSERO scores for all the supported
classes in various cascade settings. Lower values imply that the
distance between the proposals predicted by the model and the
optimal proposal (defined as the proposal that maximises the
IOU with the ground truth) is small. In contrast, if the value is
large then this implies that a model is picking a proposal with
poor IOU even though a proposal with higher one is available.
From this table, it is clear that the best performing model is the
‘diving’ class followed by the ‘kicking’ and ‘swinging-bench’
classes.
Figure 6 depicts two plots where each plot represents a
single video. The videos are instances from the best and
worst performing classes respectively. Each graph depicts
the relationship between the IOU of each proposal and its
assigned probability by our model. The graph highlights the

TABLE III: mSERO scores for UCF-Sports.
CLASS
kicking
golf-swing
diving
riding-horse
running
skate-boarding
swing-bench
swing-side
walking

RMISVM
4.410
4.868
0.429
3.323
10.152
12.228
5.450
11.082
8.785

RMISVM+F
3.771
4.606
1.216
3.456
10.180
12.228
4.644
9.456
6.969

RMISVM+F+B
3.771
4.606
1.216
1.523
0.659
12.228
4.644
9.456
6.969

1 mAP is calculated by conservatively assuming a average precision
value of ‘50’ on the classes are dependent on motion information ( ‘running’,‘skateboarding’,‘walking’)

(a) mAP vs IOU

(b) ROC curve

Fig. 6: The plots depict the relation between the IOU of each proposal and the probability assigned to it by our models. Note,
that the red-line represents the distance between the best possible proposal and the one actually predicated.

(a) Worst Case Instances

(b) Best Case Instances

Fig. 7: Figures showcase predicted proposals (red bounding box). Frames from UCF-Sports [27].

E. Qualitative Discussion
Figure 7b illustrates successfully localised actions on the
UCF-Sports dataset. In contrast, Figure 6b depicts failure
cases. It can be seen that in the case of the ‘walking’ class our
model predicted the correct choice since every person in the
video is walking, however given that the ground truth only
covers one of the people our model is penalized. Similarly,
in the best case scenario it can be argued that the prediction
given by our model is better then that of the ground-truth.
Table IV compares the results achieved by our methodology
to the state-of-the-art. The results show that our methodology
is highly competitive with the state-of-the-art. Furthermore, we
believe the scores will be ameliorated once motion information
is integrated.

TABLE IV: UCF-Sports - result comparison (mAP/AP @ 0.2).
Class
kicking
golf-swing
diving
riding-horse
running
skate-boarding
swing-bench
swing-side
walking
mAP

Ours
64.00
79.46
100.00
50.00
27.08
0.00
100
56.25
40.16
67.00

[19]

[24]

61.20

83.90

[23]
65.00
88.80
100.00
100
80.00
91.60
95.00
61.50
70.00
85.30

VII. C ONCLUSION
In this work we proposed a novel framework for the
localization and classification of space-time actions using only

weakly labelled videos. The results prove the effectiveness of
our approach. Specifically, we first use video segmentation to
generate set of temporally consistent proposals. Subsequently,
a CNN is used to extract 4096 RBG features from each
proposal. Finally we used a relaxed version of the classical
MIL formulation that serves to make the resulting optimization
function more tractable while also opening the door for
integrating prior knowledge that unlike [24] can be selected
using statistical methods. While, we leave this for future work
our work can be seen as stepping stone towards this direction.
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