SARAS challenge on Multi-domain Endoscopic Surgeon
Action Detection: Structured description of the
challenge design
CHALLENGE ORGANIZATION
Title
Use the title to convey the essential information on the challenge mission.
SARAS challenge on Multi-domain Endoscopic Surgeon Action Detection
Challenge acronym
Preferable, provide a short acronym of the challenge (if any).
SARAS-MESAD
Challenge abstract
Provide a summary of the challenge purpose. This should include a general introduction in the topic from both a
biomedical as well as from a technical point of view and clearly state the envisioned technical and/or biomedical
impact of the challenge.
Minimally Invasive Surgery (MIS) involves very sensitive procedures. Success of these procedures depends on the
individual competence and degree of coordination between the surgeons. The SARAS (Smart Autonomous
Robotic Assistant Surgeon) EU consortium, www.saras-project.eu, is working on methods to assist surgeons in MIS
procedures by devising deep learning models able to automatically detect surgeon actions from streaming
endoscopic video. This challenge proposal builds on our previous MIDL 2020 challenge on surgeon action
detection (https://saras-esad.grand-challenge.org), and aims to attract attention to this research problem and
mobilise the medical computer vision community around it. In particular, informed by the challenges encountered
in our SARAS work, we decided to focus this year’s challenge on the issue of learning static action detection model
across multiple domains (e.g. types of data, distinct surgical procedures).
Despite its huge success, deep learning suffers from two major limitations. Firstly, addressing a task (e.g., action
detection in radical prostatectomy, as in SARAS) requires one to collect and annotate a large, dedicated dataset to
achieve an acceptable level of performance. Consequently, each new task requires us to build a new model, often
from scratch, leading to a linear relationship between the number of tasks and the number of models/datasets,
with significant resource implications. Collecting large annotated datasets for every single MIS-based procedure is
inefficient, very time consuming and financially expensive.
In our SARAS work, we have captured endoscopic video data during radical prostatectomy under two different
settings ('domains'): real procedures on real patients, and simplified procedures on artificial anatomies
('phantoms'). As shown in our MIDL 2020 challenge (over real data only), variations due to patient anatomy,
surgeon style and so on dramatically reduce the performance of even state-of-the-art detectors compared to nonsurgical benchmark datasets. Videos captured in an artificial setting can provide more data, but are characterised
by significant differences in appearance compared to real videos and are subject to variations in the looks of the
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phantoms over time. Inspired by these all-too-real issues, this challenge's goal is to test the possibility of learning
more robust models across domains (e.g. across different procedures which, however, share some types of tools or
surgeon actions; or, in the SARAS case, learning from both real and artificial settings whose list of actions overlap,
but do not coincide).
In particular, this challenge aims to explore the opportunity of utilising cross-domain knowledge to boost model
performance on each individual task whenever two or more such tasks share some objectives (e.g., some action
categories). This is a common scenario in real-world MIS procedures, as different surgeries often have some core
actions in common, or contemplate variations of the same movement (e.g. 'pulling up the bladder' vs 'pulling up a
gland'). Hence, each time a new surgical procedure is considered, only a smaller percentage of new classes need to
be added to the existing ones.
The challenge provides two datasets for surgeon action detection: the first dataset (Dataset-R) is composed by 4
annotated videos of real surgeries on human patients, while the second dataset (Dataset-A) contains 6 annotated
videos of surgical procedures on artificial human anatomies. All videos capture instances of the same procedure,
Robotic Assisted Radical Prostatectomy (RARP), but with some difference in the set of classes. The two datasets
share a subset of 10 action classes, while they differ in the remaining classes (because of the requirements of
SARAS demonstrators). These two datasets provide a perfect opportunity to explore the possibility of exploiting
multi-domain datasets designed for similar objectives to improve performance in each individual task.
Challenge keywords
List the primary keywords that characterize the challenge.
Surgeon action detection, cross-domain learning, minimal invasive surgery, radical prostatectomy, endoscopy
Year
The challenge will take place in ...
2021

FURTHER INFORMATION FOR MICCAI ORGANIZERS
Workshop
If the challenge is part of a workshop, please indicate the workshop.
None
Duration
How long does the challenge take?
Half day.
Expected number of participants
Please explain the basis of your estimate (e.g. numbers from previous challenges) and/or provide a list of potential
participants and indicate if they have already confirmed their willingness to contribute.
For our MIDL 2020 challenge we received more than 200 registrations, with more than 20 research teams
eventually submitting their results (see https://saras-esad.grand-challenge.org/evaluation/challenge/leaderboard/).
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Given its ground-breaking scope and the size of the new combined dataset for this challenge we believe it is
reasonable to expect between 30 and 50 active teams.
Publication and future plans
Please indicate if you plan to coordinate a publication of the challenge results.
We plan to coordinate a journal publication designed to release the new dataset into the academic community,
report the results of the challenge and critically discuss the main messages arising from it, in line with standard
practice. For MIDL 2020 we targeted Medical Image Analysis, but we will also consider other venues. We also plan
to make the challenge a yearly event, including new tasks (e.g. scene understanding, future action prediction),
leveraging new data gathered using the surgical platform developed for the SARAS project.
Space and hardware requirements
Organizers of on-site challenges must provide a fair computing environment for all participants. For instance,
algorithms should run on the same computing platform provided to all.
On the day of event, we will need a simple workshop-size room to host the presentations from the top performing
team of the challenge along with talks from a number of invited speakers. We will require a projector, a desktop
PC, loud speakers and two/three microphones.
As the challenge will be handled in an online mode through grand-challenge.org, all of the participants will run
their experiments on their own machines.
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TASK: Multi-domain static action detection
SUMMARY
Abstract
Provide a summary of the challenge purpose. This should include a general introduction in the topic from both a
biomedical as well as from a technical point of view and clearly state the envisioned technical and/or biomedical
impact of the challenge.
The task has the objective of learning how to accomplish two related static action detection tasks, defined on
video data generated in two different domains, with overlapping objectives.
We will provide two datasets: Dataset-R (real) and Dataset-A (artificial).
Dataset-R is a set of video frames annotated for static action detection purposes, with bounding boxes around
actions of interest and a class label for each bounding box, taken from our MIDL 2020 challenge (https://sarasesad.grand-challenge.org/). This dataset comprises 21 action classes, and is composed of 4 real-life videos
captured from real patients during a RARP procedure. In total, the dataset contains approx. 45,000 labeled static
action instances (bounding boxes with label).
Each action instance is represented as a bounding box of the form (x,y,w,h), where x,y are the coordinates of the
centre of the bounding box whereas w and h represent the width and height of the box, respectively.
Dataset-A is also designed for surgeon action detection during prostatectomy, but is composed of videos captured
during procedures on artificial anatomies ('phantoms') used for the training of surgeons, and specifically designed
for the SARAS demonstrators. As in Dataset-R, surgeries were performed by expert clinicians. Dataset-A
contemplates a smaller list of 15 action classes, 10 of which are also in the list for Dataset-R. The reason for this is
that many of the actions that occur in a real RARP procedure, as modelled by our SARAS partners Ospedale San
Raffaele, are not present in the procedures on phantoms because of their shorter duration or phantom limitations
(for instance, actions like 'bleeding' and 'suction' are not contemplated). Dataset-A also contains more than 45,000
action instances, and comprises 6 fully annotated videos.
The challenge organizers will split both datasets into training, validation and test sets. Participant teams will aim to
improve performance by learning a single model from both datasets (domains). Joint mean Average Precision
(mAP) is the evaluation function, which will also be used for the ranking of submissions.
Keywords
List the primary keywords that characterize the task.
cross-domain learning, multi-task learning, static action detection

ORGANIZATION
Organizers
a) Provide information on the organizing team (names and affiliations).
Prof. Fabio Cuzzolin, Director of the Visual Artificial Intelligence Lab, Oxford Brookes University, Oxford, UK;
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Dr Vivek Singh Bawa, Visual Artificial Intelligence Lab, Oxford Brookes University, Oxford, UK;
Dr. Inna Skarga-Bandurova, Visual Artificial Intelligence Lab, Oxford Brookes University, Oxford, UK;
Dr. Mohamed Mohamed, Visual Artificial Intelligence Lab, Oxford Brookes University, Oxford, UK;
Dr. Jackson Ravindran Charles, Visual Artificial Intelligence Lab, Oxford Brookes University, Oxford, UK;
Dr Elettra Oleari, San Raffaele Hospital, Milan, Italy;
Dr Alice Leporini, San Raffaele Hospital, Milan, Italy;
Carmela Landolfo, San Raffaele Hospital, Milan, Italy;
Dr Armando Stabile, San Raffaele Hospital, Milan, Italy;
Dr Francesco Setti, University of Verona, Italy;
Dr Riccardo Muradore, University of Verona, Italy
b) Provide information on the primary contact person.
Vivek Singh Bawa
Email: vsingh@brookes.ac.uk
Life cycle type
Define the intended submission cycle of the challenge. Include information on whether/how the challenge will be
continued after the challenge has taken place.Not every challenge closes after the submission deadline (one-time
event). Sometimes it is possible to submit results after the deadline (open call) or the challenge is repeated with some
modifications (repeated event).
Examples:
• One-time event with fixed conference submission deadline
• Open call (challenge opens for new submissions after conference deadline)
• Repeated event with annual fixed conference submission deadline
Repeated event with fixed submission deadline.
Challenge venue and platform
a) Report the event (e.g. conference) that is associated with the challenge (if any).
MICCAI.
b) Report the platform (e.g. grand-challenge.org) used to run the challenge.
We will use grand-challenge.org to organize the challenge, as we did for our MIDL 2020 event.
c) Provide the URL for the challenge website (if any).
The website has not been set up yet. We will soon put it in place, based on our past successful experience with it,
and connect it with the existing MIDL 2020 website.
Participation policies
a) Define the allowed user interaction of the algorithms assessed (e.g. only (semi-) automatic methods allowed).
Fully automatic.
Additional points: The challenge will only accept fully automatic evaluation. Appropriate submission guidelines
will be released to participants to make sure all submissions are in a fixed format.
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b) Define the policy on the usage of training data. The data used to train algorithms may, for example, be restricted to
the data provided by the challenge or to publicly available data including (open) pre-trained nets.
Publicly available data is allowed.
c) Define the participation policy for members of the organizers' institutes. For example, members of the organizers'
institutes may participate in the challenge but are not eligible for awards.
May not participate.
d) Define the award policy. In particular, provide details with respect to challenge prizes.
Representatives of the top three participant teams will be invited to speak on the day of the challenge and
allocated a 30 minute slot each. The authors of the top three submissions (up to three per team, but we will be
flexible when applying this criterion to include all authors who gave a significant contribution) will also be made
co-authors of a challenge paper summarising the results of the challenge and outlining the plan for further future
research. We will also look for sponsor support to fund a monetary award to the top three ranking teams,
exploiting the extensive network of company partners of the SARAS project and of the Visual AI Lab (e.g. Kuka,
Intuitive, etc).
e) Define the policy for result announcement.
Examples:
• Top 3 performing methods will be announced publicly.
• Participating teams can choose whether the performance results will be made public.
A leaderboard will be maintained on the challenge website (see https://saras-esad.grandchallenge.org/evaluation/challenge/leaderboard/ for an example). The top performing methods (unless we have a
specific request not to do so) will be listed along with the names of the respective teams. The leaderboard will only
be updated during the test data evaluation phase. Posts and articles will appear on professional social media sites
such as LinkedIn or Computer Vision News. The results will also be publicized as part of the SARAS project's
dissemination activities.
f) Define the publication policy. In particular, provide details on ...
• ... who of the participating teams/the participating teams’ members qualifies as author
• ... whether the participating teams may publish their own results separately, and (if so)
• ... whether an embargo time is defined (so that challenge organizers can publish a challenge paper first).
Participating teams are allowed to publish the methods that they develop using the data made available in this
challenge, provided that they properly cite the challenge and the SARAS-MESAD dataset. This will be allowed to
happen after an embargo time to be specified later, which is necessary for the organizers to publish a challenge
paper (see above). The decision on who qualifies for the list of authors of the participant papers is left to the
individual participants.
Submission method
a) Describe the method used for result submission. Preferably, provide a link to the submission instructions.
Examples:
• Docker container on the Synapse platform. Link to submission instructions: <URL>
• Algorithm output was sent to organizers via e-mail. Submission instructions were sent by e-mail.
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The challenge will use a docker-based submission handling system. We will ask the participants to submit a .zip file
containing a .txt file in a predefined format, similarly to what done for our MIDL 2020 challenge (shown below).
Example submission instructions:
The submitted results should be in a zip file. The zip file should contain a submission.txt file. Each row in
submission.txt should adhere to the following format:
image_name box_x1 box_y1 box_x2 box_y2 score action_label_id
image_name: name of test image with extension
box_x1: normalised ([0,1]) top left x-coordinate of detection box
box_y1: normalised ([0,1]) top left y-coordinate of detection box
box_x2: normalised ([0,1]) bottom right x-coordinate of detection box
box_y2: normalised ([0,1]) bottom right y-coordinate of detection box
score: score associated with the detection box
action_id: action id from the list of action classes
An example taken from the validation set is:
RARP1_frame_1555.jpg 0.228213 0.183018 0.408620 0.502328 0.063311 5
RARP1_frame_1555.jpg 0.444642 0.209718 0.652001 0.533310 0.498425 7
RARP1_frame_1555.jpg 0.458116 0.197756 0.647971 0.455217 0.061827 11
As this MICCAI challenge proposal is about a multi-domain learning problem, participants will be required to
submit two files of the same structure for each dataset (Dataset-R and Dataset-A).
b) Provide information on the possibility for participating teams to evaluate their algorithms before submitting final
results. For example, many challenges allow submission of multiple results, and only the last run is officially counted to
compute challenge results.
Participants will be provided with a validation set to make sure they can evaluate their algorithms prior to
submitting their final results. Additionally, during the test phase, a window of 15 days will be provided to
participants so that they can try out different approaches during that time.
During the test phase, each team we will be allowed to submit only one entry per day with an upper limit of 10
entries per team, to make sure there is no overfitting to the test set.
Challenge schedule
Provide a timetable for the challenge. Preferably, this should include
• the release date(s) of the training cases (if any)
• the registration date/period
• the release date(s) of the test cases and validation cases (if any)
• the submission date(s)
• associated workshop days (if any)
• the release date(s) of the results
Challenge website launch: April 1 2021 (as per MICCAI 2021 challenge guidelines)
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Challenge opens for registration: April 1 2021
Training/Validation data release: April 15 2021
Test data release: July 16 2021
Result submission deadline: July 31 2021 (we believe two weeks are a suitable amount of time, which avoids
potential issues while allowing for a fair competition)
Final result announcement: August 5 2021
Challenge date: September 27 or October 1 2021
This leaves the top participants with a month and a half to register for the conference and organise their travel.
Note: in case the conference needs to take place in virtual mode, we will consider shifting the Test data and result
deadlines ahead by two/four weeks, to give participants extra time to work on their approach(es).
Ethics approval
Indicate whether ethics approval is necessary for the data. If yes, provide details on the ethics approval, preferably
institutional review board, location, date and number of the ethics approval (if applicable). Add the URL or a reference
to the document of the ethics approval (if available).
The patients' consent was obtained for the recording as well as the distribution of the data. More details can be
found in the SARAS ethics and data compliance document available at the link:
https://drive.google.com/open?id=1eAylyJb1yjuSbiw0XAOIX32klKSuAcJI
Data usage agreement
Clarify how the data can be used and distributed by the teams that participate in the challenge and by others during
and after the challenge. This should include the explicit listing of the license applied.
Examples:
• CC BY (Attribution)
• CC BY-SA (Attribution-ShareAlike)
• CC BY-ND (Attribution-NoDerivs)
• CC BY-NC (Attribution-NonCommercial)
• CC BY-NC-SA (Attribution-NonCommercial-ShareAlike)
• CC BY-NC-ND (Attribution-NonCommercial-NoDerivs)
CC BY NC SA.
Code availability
a) Provide information on the accessibility of the organizers' evaluation software (e.g. code to produce rankings).
Preferably, provide a link to the code and add information on the supported platforms.
The evaluation code will be made available on the challenge website to make sure participants are aware of the
exact parameters of the evaluation metric.
b) In an analogous manner, provide information on the accessibility of the participating teams' code.
Each participating team will have an option to submit their code along with the results. However, we will not make
it compulsory to encourage a wider participation, also from companies and R&D institutions in the field that might
be concerned by protecting their IP.
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Conflicts of interest
Provide information related to conflicts of interest. In particular provide information related to sponsoring/funding of
the challenge. Also, state explicitly who had/will have access to the test case labels and when.
This challenge is organised as part of the European Union’s Horizon 2020 research and innovation programme
under grant agreement No. 779813 (SARAS project). Only the core members of the organising team (F. Cuzzolin, V.
Singh, I. Skarha-Bandurova , M. Mohamed and J.R. Charles) will have access to the test videos and associated
labels.

MISSION OF THE CHALLENGE
Field(s) of application
State the main field(s) of application that the participating algorithms target.
Examples:
• Diagnosis
• Education
• Intervention assistance
• Intervention follow-up
• Intervention planning
• Prognosis
• Research
• Screening
• Training
• Cross-phase
Intervention planning, Research, Surgery, Education.
Additional points: The challenge targets assistive Robotic Minimally-Invasive Surgery (R-MIS). The participating
algorithms will contribute to produce a robust surgeon action detection system. The output of these algorithms
will be used to determine the set of actions performed by surgeon in a given frame of the endoscope video. This
information plays a very critical role in the development of an autonomous system able to replace the assistant
surgeon in R-MIS., Research, Surgery, Training
Task category(ies)
State the task category(ies).
Examples:
• Classification
• Detection
• Localization
• Modeling
• Prediction
• Reconstruction
• Registration
• Retrieval
• Segmentation
• Tracking
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Detection.
Cohorts
We distinguish between the target cohort and the challenge cohort. For example, a challenge could be designed
around the task of medical instrument tracking in robotic kidney surgery. While the challenge could be based on ex
vivo data obtained from a laparoscopic training environment with porcine organs (challenge cohort), the final
biomedical application (i.e. robotic kidney surgery) would be targeted on real patients with certain characteristics
defined by inclusion criteria such as restrictions regarding sex or age (target cohort).
a) Describe the target cohort, i.e. the subjects/objects from whom/which the data would be acquired in the final
biomedical application.
Patients undergoing robotic radical prostatectomy (male patients with localized prostate cancer), as well as other
related procedures sharing similar surgeon actions in their workflow.
b) Describe the challenge cohort, i.e. the subject(s)/object(s) from whom/which the challenge data was acquired.
In vivo data obtained from a laparoscopic environment with human organs from four patients. In addition, as
explained, data gathered on artificial anatomies will form part of the dataset.
Imaging modality(ies)
Specify the imaging technique(s) applied in the challenge.
The data collected is in the form of videos captured by an endoscope and stored in RGB format with MPEG
encoding.
The digital videos were recorded using a da Vinci Xi robotic system, which comes with an integrated binocular
endoscope with a diameter of 8 mm, produced by Intuitive Surgical Inc. Two lenses (0 degrees or 30 degrees) were
used.
In different stages of the procedure, the 30 degree lens can be used to either look up or down to improve the
quality of the visualisation. The videos which compose this dataset are monocular.
Context information
Provide additional information given along with the images. The information may correspond ...
a) ... directly to the image data (e.g. tumor volume).
Not applicable.
b) ... to the patient in general (e.g. sex, medical history).
No patient data will be released for the challenge.
Target entity(ies)
a) Describe the data origin, i.e. the region(s)/part(s) of subject(s)/object(s) from whom/which the image data would be
acquired in the final biomedical application (e.g. brain shown in computed tomography (CT) data, abdomen shown in
laparoscopic video data, operating room shown in video data, thorax shown in fluoroscopy video). If necessary,
differentiate between target and challenge cohort.
The surgical area portrays the region around the prostate of male patients, as captured by an endoscope during
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radical prostatectomy.
b) Describe the algorithm target, i.e. the structure(s)/subject(s)/object(s)/component(s) that the participating algorithms
have been designed to focus on (e.g. tumor in the brain, tip of a medical instrument, nurse in an operating theater,
catheter in a fluoroscopy scan). If necessary, differentiate between target and challenge cohort.
The targets of the algorithm are the actions performed by the main surgeon through tools handled by
teleoperated robotic arms, as captured by an endoscopic video. As multiple instruments may be performing
different actions at the same time in different regions of the video frame, the algorithm should identify all the
actions with their location in the given scene.
The challenge will contain two surgical tasks from two different domains (real and artificial data). Both tasks have
different number of action categories but share a number of overlapping actions. The objective for both tasks is
the same, i.e., to predict the action class(es) present in any given video frame, together with the associated
bounding box(es).
Assessment aim(s)
Identify the property(ies) of the algorithms to be optimized to perform well in the challenge. If multiple properties are
assessed, prioritize them (if appropriate). The properties should then be reflected in the metrics applied (see below,
parameter metric(s)), and the priorities should be reflected in the ranking when combining multiple metrics that assess
different properties.
• Example 1: Find highly accurate liver segmentation algorithm for CT images.
• Example 2: Find lung tumor detection algorithm with high sensitivity and specificity for mammography images.
Corresponding metrics are listed below (parameter metric(s)).
Accuracy, Precision.
Additional points: Algorithms should correctly predict the action label and bounding box around the area where a
surgeon action is taking place for each of the tasks.

DATA SETS
Data source(s)
a) Specify the device(s) used to acquire the challenge data. This includes details on the device(s) used to acquire the
imaging data (e.g. manufacturer) as well as information on additional devices used for performance assessment (e.g.
tracking system used in a surgical setting).
Digital recordings from da Vinci Xi robotic system, in which is integrated the binocular endoscope, with diameter
of 8 mm (Intuitive Surgical Inc.). Two lenses - 0° or 30° - were used. During different stages of the operation, the
30° lens can be used to either look up or down to improve visualisation quality. The videos used for this challenge
are monocular.
b) Describe relevant details on the imaging process/data acquisition for each acquisition device (e.g. image acquisition
protocol(s)).
Videos start with the insertion of surgical robotic and laparoscopic instruments in the patient’s abdomen and stop
with the end of the surgery and the removal of the endoscope.
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c) Specify the center(s)/institute(s) in which the data was acquired and/or the data providing platform/source (e.g.
previous challenge). If this information is not provided (e.g. for anonymization reasons), specify why.
IRCCS Ospedale San Raffaele, Italy (for Dataset-R) and Department of Computer Science, University of Verona,
Italy (for Dataset-A).
d) Describe relevant characteristics (e.g. level of expertise) of the subjects (e.g. surgeon)/objects (e.g. robot) involved in
the data acquisition process (if any).
Expert Urological Surgeons
Training and test case characteristics
a) State what is meant by one case in this challenge. A case encompasses all data that is processed to produce one
result that is compared to the corresponding reference result (i.e. the desired algorithm output).
Examples:
• Training and test cases both represent a CT image of a human brain. Training cases have a weak annotation
(tumor present or not and tumor volume (if any)) while the test cases are annotated with the tumor contour (if
any).
• A case refers to all information that is available for one particular patient in a specific study. This information
always includes the image information as specified in data source(s) (see above) and may include context
information (see above). Both training and test cases are annotated with survival (binary) 5 years after (first) image
was taken.
In both tasks, a case is an instance of the action being performed by surgeon. Each such instance (case) is
composed by action class and an associated bounding box. Each video frame may come with one or more action
instances, and hence one or more cases.
The two datasets differ in terms of the number of action classes but the definition of case remains the same, along
with the target objective.
b) State the total number of training, validation and test cases.
The challenge uses two datasets for surgeon action detection in a multi-domain learning setup.
Dataset-R contains 25,881 annotated action instances in the training set, and 6,957 and 13,914 action instances in
the validation and test sets, respectively.
Dataset-A contains 30,308 action instances for training, and 5,251 and 10,503 action instances for validation and
test, respectively.
For both datasets one third of the evaluation set will be allocated for validation and the remaining two thirds of
the samples will form the test set.
The above-mentioned action instances are spread over 21 classes in Dataset-R and 15 classes in Dataset-A. The
two datasets share 10 action classes, so that methods trained on one domain can exploit instances from the other
domain to robustify its performance.
c) Explain why a total number of cases and the specific proportion of training, validation and test cases was chosen.
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The total number of cases is the result of accurately annotating the available real-life videos, and is not a choice of
the organisers.
The number of samples used for training, validation and testing are chosen to reflect the sample distribution of a
real prostatectomy surgery. Hence, the class-wise distribution of the resulting samples is highly non-uniform.
Dataset-R contains 4 complete prostatectomy procedures, while dataset-A contains 6 procedures. One complete
procedure from each dataset is selected for evaluation (validation and testing).
Samples from these two videos are randomly placed in both the validation and test sets, while ensuring that ratio
between the number of instances in the validation set over the number of instances in the test set is 1:2 for each
dataset (i.e., the validation set comprises half as many instances as the test set). This step makes sure that each
evaluation set contains samples from all the phases that compose the procedure. It also ensures that the
distribution of the samples across the action classes in both the validation and test sets is similar to that of the
training set.
d) Mention further important characteristics of the training, validation and test cases (e.g. class distribution in
classification tasks chosen according to real-world distribution vs. equal class distribution) and justify the choice.
The sample distribution for each class faithfully represents the typical distribution which characterises a standard
robotic prostatectomy procedure. During surgery, some actions appear more rapidly than others, thus spanning a
smaller number of video frames. Hence, the distribution of the samples in the training, validation and test sets
reflects the real-world frequency of these events. We were not in control of the choice of the number of cases
contained in the videos that were captured, neither in the real domain (Dataset-R) nor in the artificial domain
(Dataset-A).
Annotation characteristics
a) Describe the method for determining the reference annotation, i.e. the desired algorithm output. Provide the
information separately for the training, validation and test cases if necessary. Possible methods include manual image
annotation, in silico ground truth generation and annotation by automatic methods.
If human annotation was involved, state the number of annotators.
At least 8 independent human annotators were involved. Out of these, four were postdoctoral researchers and one
was a Master's student in the School of Engineering, Computing and Mathematics of Oxford Brookes University.
The remaining three were researchers from IRCCS Ospedale San Raffaele, Italy.
Each video frame was manually annotated using the Microsoft Virtual Object Tagging Tool (VoTT):
https://github.com/microsoft/VoTT, an easy-to-use graphical user interface for such tasks.
All annotators were instructed by expert surgeons on how to recognise the various actions and how to draw a
bounding box around an action of interest. Second level annotation was also performed by a single meta-reviewer
on all of the annotated frames to ensure consistency and correctness across the two datasets.
b) Provide the instructions given to the annotators (if any) prior to the annotation. This may include description of a
training phase with the software. Provide the information separately for the training, validation and test cases if
necessary. Preferably, provide a link to the annotation protocol.
Annotators were both medical and computer science students and researchers who were instructed by expert
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surgeons as to what classes of actions to recognise and how to recognise them visually.
Specific attention was given to where to draw the bounding box at each stage of the action instance. Some
training on the use of the VoTT annotation tool was provided. The annotation of all the sample frames was
reviewed by a second-level annotator.
After extensive consultation within the SARAS consortium, the following guidelines for annotation were produced
in order to standardise the procedure as much as possible.
(1) Each bounding box should contain both the organ and the tool performing
the action under consideration, as each action class is highly dependent
on the organ affected as a source of context.
(2) To balance the presence of tools and organs or tissue in a bounding box,
bounding boxes should be restricted to containing 30%-70% of either the tools or the organs.
(3) In order to estimate the size of bounding box more precisely, the size of the tool manipulated by the robotic
arm is considered as reference. Namely, approximately 50% of the tool involved in the action should be included
in the bounding box.
(4) An action label is only assigned when a tool is close enough to the
appropriate organ, as informed by the medical experts. Similarly, an
action stops as soon as the tool starts to move away from the organ.
(5) The height-to-width ratio for a bounding box should generally be close to 1, but this is allowed to vary
depending on the instance of action while making sure that the ratio is between a minimum of 1:2 and a
maximum of 2:1.
c) Provide details on the subject(s)/algorithm(s) that annotated the cases (e.g. information on level of expertise such as
number of years of professional experience, medically-trained or not). Provide the information separately for the
training, validation and test cases if necessary.
The first level annotators were medical researchers, computer science students and research fellows in artificial
intelligence and computer vision. All medical researchers had at least two years of experience in prostatectomy
surgery, and a wider background in laparoscopic surgery.
The computer science research students and researchers had been working with the surgeons for over one year.
A single senior person was assigned the role of second-level annotator.
d) Describe the method(s) used to merge multiple annotations for one case (if any). Provide the information separately
for the training, validation and test cases if necessary.
Each first-level annotator was assigned a separate video or section of a video to avoid issues with conflicting
annotations.
Initial disagreements on the annotation strategy within the team were solved through discussion and, in some
cases, advice issued by expert surgeons.
The final result was a strict, precise set of guidelines issued to minimise the discrepancy of the results across
annotators from the start.
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As a safety back-up, a second-level review on both annotated datasets was performed by a senior annotator to
further guarantee consistency.
Data pre-processing method(s)
Describe the method(s) used for pre-processing the raw training data before it is provided to the participating teams.
Provide the information separately for the training, validation and test cases if necessary.
No preprocessing was deemed necessary in the annotation phase, as the video frames in their original form are
already of very good quality.
One thing to note is that video frames come with two black bands on the sides because of the way the endoscope
camera works. While this does not affect the task at hand, we will also consider removing those bands prior to
releasing the datasets.
This preprocessing will be performed on training, validation and test sets in exactly the same way.
Sources of error
a) Describe the most relevant possible error sources related to the image annotation. If possible, estimate the
magnitude (range) of these errors, using inter-and intra-annotator variability, for example. Provide the information
separately for the training, validation and test cases, if necessary.
To make an example, the 'bladder anastomosis' action instances may contain images of the bladder without a
surgical needle, or in which the scene is not clearly visible. Classification problems can also arise when a surgical
instrument is used for positioning purposes, rather than for enacting a surgical action.
To avoid these issues, we have annotated such frames by defining a beginning and an end for each instance of
surgical action. Each frame from start to end of an action instance is consistently labelled with the corresponding
action label.
The datasets do contains blurry frames or frames in which the instruments occupy a large fraction of the camera
view. We argue that these frames are nonetheless part of the corresponding action instance, and are thus correctly
labelled.
b) In an analogous manner, describe and quantify other relevant sources of error.
In our dataset (both Dataset-R and Dataset-A), the frequency of the various action classes is highly imbalanced and
may vary from video to video.
For example, action 'Pulling Tissue' is a relatively frequent event, characterised by long durations. Consequently,
the dataset features a large number of instances of this surgeon action. On the other hand, actions such as 'Cutting
Vas Deferens' feature a very small number of frames.
To mitigate this issue, for this MICCAI challenge we decided to have a larger training set (and hence more training
examples for all classes, including the least populated ones) by putting a cap on the number of samples in the
evaluation set (validation and test). In our MIDL 2020 challenge on real data, for instance, the number of instances
in the training set was roughly the same as the number of instances in the evaluation sets (validation + testing). For
this challenge the ratio between training and evaluation procedures is 4:1 for Dataset-A and 3:1 for Dataset R.
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Note that, as this challenge is inherently multi-domain, the total number of both training and evaluation samples
is much higher than in MIDL 2020.

ASSESSMENT METHODS
Metric(s)
a) Define the metric(s) to assess a property of an algorithm. These metrics should reflect the desired algorithm
properties described in assessment aim(s) (see above). State which metric(s) were used to compute the ranking(s) (if
any).
• Example 1: Dice Similarity Coefficient (DSC)
• Example 2: Area under curve (AUC)
Mean Average Precision
For the task of surgical action detection, the commonly accepted standard is to use mean Average Precision or
mAP (the area under the recall-precision curve).
Namely, precision and recall are defined as follows:
Precision = TP / (TP + FP),

Recall = TP / (TP + FN)

where TP is the rate of true positives, FP the rate of false positives and FN is the rate of false negatives. Average
precision (AP) is then obtained by plotting precision against recall (yielding a precision-recall curve) and then
integrating the area under the curve.
The final mean average precision (mAP) is computed by taking the mean of the average precisions computed at
different IOU thresholds.
Correct detections and IoU threshold
Whether a predicted detection is correct or not can be measured by the percentage overlap between the
predicted bounding box and the ground truth bounding box. The Intersection over Union (IoU) value is the ratio
between the area of the intersection of the two bounding boxes over the area of their union.
For the purpose of this challenge, we will be computing the mAP at threshold of 0.1, 0.3 and 0.5, as done in our
MIDL 2020 challenge, to reduce the effect of the annotation noise on the prediction by rewarding those methods
which can predict locations to some extent.
b) Justify why the metric(s) was/were chosen, preferably with reference to the biomedical application.
mAP is the standard metrics used in all action detection work, and for the most commonly used benchmarks such
as UCF-101-24 and J-HMDB-24, as it assesses both the accuracy of the bounding box localisation, and the
accuracy of the classification.
Ranking method(s)
a) Describe the method used to compute a performance rank for all submitted algorithms based on the generated
metric results on the test cases. Typically the text will describe how results obtained per case and metric are aggregated
to arrive at a final score/ranking.
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Entries will be sorted based on the performance achieved by the algorithms on the test data according to the
above metric.
b) Describe the method(s) used to manage submissions with missing results on test cases.
We expect algorithms to provide output(s) for each test video frame. Any missing entry will be treated as an
instance of false negatives.
c) Justify why the described ranking scheme(s) was/were used.
As a single metric computing average mAP over two datasets is used. The absolute score from the metric can be
used for ranking on submissions.
Statistical analyses
a) Provide details for the statistical methods used in the scope of the challenge analysis. This may include
• description of the missing data handling,
• details about the assessment of variability of rankings,
• description of any method used to assess whether the data met the assumptions, required for the particular
statistical approach, or
• indication of any software product that was used for all data analysis methods.
A statistical analysis requires a source of variability in the results. In machine learning, typically this variability is
associated with multiple, repeated runs on random training/testing splits on the available data. In a challenge
setting, however, training, validation and test fold are fixed, so there are no repeated random runs.
Nevertheless, other sources of variation can be considered.
Standard practice in detection tasks is to select as predicted class the one associated with the highest score. When
using a standard cross-entropy loss, both missing and wrong predictions are thus treated the same way in the
evaluation metric. Missing data does not affect final the score or the final ranking of the submissions, yielding a
justifiably unbiased ranking metric.
However, a model usually outputs a set of scores over the set of classes, which can be easily calibrated to an
empirical discrete probability. An analysis of how 'confident' the predictions are can then be run by considering a
threshold (e.g. 30%, 50%, 70%) on the cumulative probability expected from the prediction, so that, say, only the
top 2, 3 or 4 classes put together would satisfy the requirement. The prediction will then come in the form of a set
of classes, rather than a single class, so that a prediction is considered correct if the ‘true’ class falls within the
predicted set. That will allow us to compute intervals of results depending on the value of this threshold on the
cumulative probability of the set of classes considered as ‘predicted’.
We will conduct this analysis in the final challenge paper, thanks to the availability of the models provided by the
participants.
Other possible sources of variations in performance can be associated with different pre-training strategies or the
effect of parameter tuning, while retaining the classical criterion for the correctness of a prediction. As we are
asking the participants to submit their original code for inclusion in the final paper, we will be in a position to
study the effect of different parametric variations in the models as well as the effect of different pre-training and
augmentation approaches. The manuscript will also consider the outcomes of using different ensembles of
methods. We have added all these details to the revised proposal.
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b) Justify why the described statistical method(s) was/were used.
See above.
Further analyses
Present further analyses to be performed (if applicable), e.g. related to
• combining algorithms via ensembling,
• inter-algorithm variability,
• common problems/biases of the submitted methods, or
• ranking variability.
This challenge provides a very good opportunity to compare different approaches and analyse the merits of one
over the other. Hence, we will compile the results of this challenge into a journal paper which will critically review
the various methods submitted in the challenge.
The issues of bias and class imbalance will be given particular attention, together with a discussion of whether the
main research hypothesis (that cross-domain learning can help produce more robust models without having to
gather a complete new dataset for each new task) is validated by the results of the challenge.
The challenge paper will group similar approaches and compare them to analyse and present the effect of
different parametric variation on algorithmic behavior. The paper will also provide insights into why the top
ranking methods perform better than others, providing invaluable information to the medical computer vision
community.
Additional experiments will be performed to compile a bigger picture of the results achieved by this challenge, for
instance by consider ensemble methods and assessing their performance.

ADDITIONAL POINTS
References
Please include any reference important for the challenge design, for example publications on the data, the annotation
process or the chosen metrics as well as DOIs referring to data or code.
MIDL 2020 challenge website: https://saras-esad.grand-challenge.org/
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